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Abstract

Superposition refers to neural networks representing more features than they have dimen-
sions. It offers a possible explanation for polysemantic neurons and motivates methods
for recovering interpretable features from neural activations. Theoretical models typically
start with a given set of input features and assumptions about how their values vary across
inputs, then study how a network encodes those values in a lower-dimensional hidden rep-
resentation. Empirical work, by contrast, seeks to identify the features encoded in trained
networks and determine their role in computation. In this survey, we review the geometry,
learning, and computation of superposed representations, explaining how feature statistics
and decoder choice affect the conclusions. To connect these theoretical accounts with evi-
dence from trained networks, we compare practical methods for recovering and analyzing
features and examine what their evaluations establish. Since accurate activation recon-
struction alone does not establish feature identity or causal use, we discuss the methods’
documented failures and applications in light of the evidence available for these different
claims. Finally, we assess previously stated open problems and identify remaining theoret-
ical and empirical questions about superposition in trained networks. We hope our work
can pave the way for a deeper understanding of superposition and more reliable methods
for interpreting neural networks.
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1 Introduction

Mechanistic interpretability aims to explain a trained neural network through the features it
represents and the computations it performs on them (Bereska and Gavves, 2024; Sharkey et al.,
2025). Individual neurons often respond to several unrelated properties of the input, making
these polysemantic units difficult to interpret (Bricken et al., 2023). In their toy-model report,
Elhage et al. (2022) investigated this difficulty by training networks to encode input features
in hidden layers with fewer dimensions than features, a phenomenon known as superposition.
Each feature value contributes along a direction in the hidden activation space, so an individual
neuron can receive contributions from multiple features. Superposition thus provides a possible
explanation for polysemanticity, although a polysemantic neuron alone does not establish that
features outnumber dimensions.

A space holds at most as many mutually orthogonal directions as its dimension, so repre-
senting more features forces some of their directions to overlap. In an additive representation,
this overlap causes interference when a readout along one feature’s direction also receives con-
tributions from other features with nonzero values on the same input. In the sparse toy models,
few feature values are typically nonzero together, which limits how often overlapping directions
contribute to the same readout. A suitable nonlinear decoder can further suppress small in-
terference terms when reconstructing the input feature values. These models can therefore
retain useful features beyond their width, but the features cannot all correspond to individual
neurons (Elhage et al., 2022). Interpreting these features requires recovering their values from
the shared representation.

Classical sparse coding and compressed sensing provide mathematical tools for studying
this recovery problem (Donoho and Elad, 2003; Olshausen and Field, 1996). The resulting
guarantees depend on the feature distribution, the permitted reconstruction error, and the
class of decoder used to recover feature values. For example, the two-feature construction in
Definition 2.4 admits a nonlinear decoder with arbitrarily small variance-normalized error as
the features become sparser, while linear decoders retain a nonzero normalized error. Com-
parisons across recovery results require these choices to be held fixed or their differences made
explicit.

Recovery in trained language models introduces an additional difficulty, since the features
and their directions are unknown. The report by Bricken et al. (2023) studies sparse au-
toencoders for this purpose, estimating directions whose sparse combinations reconstruct the
observed activations. The reconstruction objective, however, does not test whether each direc-
tion has an interpretable meaning or a role in the model’s behavior. Separate evaluations test
these properties, but their scores can also be misleading. Korznikov et al. (2026) report that
dictionaries with frozen-random decoder directions match trained dictionaries on several such
metrics in their evaluated settings. An audit of the benchmark metrics further identifies scores
that fail to distinguish recovery quality reliably (Chanin, 2026). These findings motivate a sep-
arate examination of what each evaluation measures and whether that measurement supports
the claimed property of a recovered feature.

In this survey, we connect the theoretical conditions for representing and recov-
ering superposed features with the methods and evidence used to study those
features in trained networks. We begin with the geometry of feature directions and exam-
ine how feature statistics and decoder choice affect the representations learned in toy models.
A recovery guarantee concerns the reconstruction of input features; we then examine the addi-



tional requirements for computing new features from superposed inputs.

On the practice side, we organize recovery methods into four families according to the
question each family addresses. Supervised probes predict a prespecified input property from
activations, while unsupervised dictionaries reconstruct activations at a chosen layer as sparse
combinations of learned directions. Functional replacement methods approximate part of the
network’s computation with an interpretable model, and parameter decomposition methods
analyze components of the trained weights. We compare these methods together with the tests
used to evaluate their outputs. A probe can predict a specified feature from activations, but
that result alone does not show that the network uses the feature in its computation. To test
such a computational role, an intervention changes the activation along a recovered direction
and measures the effect on the network’s behavior. We examine the evidence supplied by such
tests and the consequences of documented failures for interventions and applications.

Related Surveys. Broad reviews of neural-network interpretability organize methods for ex-
plaining internal representations and computations (Bereska and Gavves, 2024; Ranaldi, 2025;
Réuker et al., 2023). Within mechanistic interpretability, Sharkey et al. (2025) collect open
problems concerning both the methods and their applications, including limitations of sparse
dictionary learning. At the method level, the dedicated survey by Shu et al. (2025) examines
sparse autoencoders, covering their architectures and training as well as feature explanations,
evaluation, and applications. For superposition itself, Klindt et al. (2026) connect identifiabil-
ity theory, sparse coding through compressed sensing, and quantitative interpretability metrics.
Our survey develops a complementary comparison of representation and computation results,
together with recovery methods beyond sparse autoencoders and the evidence for their uses in
trained models. We retain an overview of sparse-autoencoder architectures in Section 7.2 and
refer to Shu et al. (2025) for a detailed catalogue.

Paper Search and Selection Criteria. (1) Search terms. The literature search used a
preprint repository and its API, a computational linguistics publication archive, and an online
collection of interpretability research reports. We also traced citations forward and backward.
The queries combined superposition, polysemanticity, monosemanticity, sparse autoencoder,
dictionary learning, linear representation hypothesis, feature geometry, computation in super-
position, and feature capacity. Direct automated access to a review platform was unavailable
during the search. For works available there alone, publication status was obtained from
preprint metadata and conference listings.

(2) Selection criteria. We include studies of representations with more features than di-
mensions, together with methods that produce or evaluate estimates of a trained network’s
features. Negative results concerning these representations or methods are included under the
same criteria. The literature comprises journal and conference papers, preprints, and institu-
tional research reports. Results from research reports are attributed to their authors or report
titles where they are discussed (Section 8.9).

(3) Exclusions. We exclude quantum superposition and quantum machine learning, the
Kolmogorov superposition theorem and Kolmogorov-Arnold networks, and superposition cod-
ing in communications. We also exclude parameter, model, and task-vector superposition in
model merging, which combines trained models within a set of weights. The present survey
concerns features represented within a network.
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Organization. Section 2 introduces the definitions and quantities used throughout the sur-
vey. The theory begins with the interference imposed by feature geometry (Section 3), then
examines how training and decoder choice affect feature recovery (Section 4). Section 5 extends
the discussion to computing with superposed inputs, and Section 6 examines the explanations
and recovery assumptions associated with superposition.

The practice part starts with the methods that estimate features (Section 7) and the pro-
tocols used to evaluate those estimates (Section 8). Their documented failures in Section 9
supply the context for the interventions and applications examined in Section 10. Section 11
assesses previously stated open problems and develops the remaining theoretical and empirical
questions. Section 12 brings together the conclusions supported by the theoretical and empir-
ical evidence. Each technical section opens with a summary of its results and closes with a
takeaway of the points used in later sections.

2 Background and Definitions

A claim that a network represents more features than dimensions requires a criterion for decid-
ing which features are recoverable. Overlapping directions can carry feature values that a linear
decoder cannot reconstruct accurately, while orthogonal directions can produce polysemantic
neurons after a rotation. These cases require separate tests of geometry and recovery.

To test geometry and recovery separately, we use the additive feature model studied in
the report by Elhage et al. (2022) and formalized by Prieto et al. (2026). The model starts
with given input features and their joint distribution, then uses their values as coefficients in
a weighted sum of feature directions in a lower-dimensional hidden representation. A decoder
attempts to reconstruct the input feature values from that hidden vector. This formulation
connects superposition to sparse coding and compressed sensing (Donoho and Elad, 2003;
Olshausen and Field, 1996), while making the recovery target explicit.

The feature distribution, encoder, and recovery criterion make the distinction between su-
perposition and coordinate-dependent polysemanticity precise. A two-feature example then
shows why decoder choice matters to recovery. Beyond deciding whether the criterion holds,
quantitative measures compare how many features are recoverable and whether overlap im-
proves reconstruction. Claims about trained networks require further distinctions between
evidence for a feature and the different quantities described as capacity.



Summary: What Superposition Is

e Geometry and recovery (Definition 2.1). The definition requires overlapping
feature directions and a single decoder that recovers each feature at a stated tolerance.

e Coordinate dependence. A rotation can make neurons polysemantic while preserv-
ing orthogonality between feature directions.

« Decoder dependence. One dimension carries two sparse features at R? — 1 under a
ReLU decoder, against a best linear score of R? = 1/2 (Definition 2.4).

o Two measures (Definitions 2.5 and 2.6). The packing degree counts recoverable
features per dimension; the benefit compares reconstruction with the best orthogonal
representation at the same width.

o Evidence and capacity. Six claim levels distinguish recovery from identification, sub-
stitution, and causal explanation. Seven capacity quantities measure different resources

(Table 2).

2.1 Setup and Notation

We follow the notation of Prieto et al. (2026), which refines the original toy-model setting

of Elhage et al. (2022). The setting consists of three objects: the features, the encoder that

carries them, and the decoder that reads them back.

1. Features. There are d features with values f = [f1,..., f4] | € R?, drawn from a distribu-
tion Dy. A common choice makes them sparse, in which case each feature is nonzero with
a small probability p. When features are properties of data, such as “is written in French”
or “mentions a dog,” they arise as f(z) = [p1(x),...,pa(z)]" for interpretable maps p; on
inputs x.

2. Encoder. A linear encoder W € R™*¢ with m < d maps features to a hidden vector

d
h=Wf=>Y fiw €R", (1)
i=1
where the columns wi, ..., wg € R™ are the feature directions. Following the sparse-coding

literature, we refer to this assignment of features to directions as the code.
3. Decoder. Any map 1 : R™ — R? that reconstructs f from h. Its quality on feature i is
measured by the per-feature coefficient of determination

E[(fi — (W f)i)?]
Varlf;] .

R(W,¢) = 1- (2)
The expectation is over Dy, and the criterion assumes 0 < Var[f;] < co. A score R? =1
means perfect recovery, while R? = 0 matches the constant predictor E[f;].

The recovery criterion also depends on which maps the decoder can use. We distinguish
four families:

\Ijlin; \Illin—i-ov ‘l’sparsev ‘Ilall- (3)

These families comprise affine maps 1(h) = V' h + ¢; affine maps followed by a specified ele-
mentwise nonlinearity; sparse-optimization decoders such as basis pursuit; and all measurable
maps. The inference map of a ReLU sparse autoencoder belongs to the second family.



Table 1: Notation used throughout the survey, following Prieto et al. (2026).

Symbol Meaning

d number of features

f=1f, . fd" ~Ds feature values and their distribution

p=P(f; #0); k activation probability; hard sparsity level (|| f|, < k)

pj X =R interpretable property of the data inducing feature j

m hidden width (m < d)

W = [wy,...,wg] € R™*?  linear encoder; column wj; is the direction of feature 4

h=WfeR™ ¢ hidden representation; residual (unmodeled structure or noise)

P R™ — RE decoder; linear decoders written ¢(h) =V Th +c

Uiin, Plinto, Psparses; Yan  decoder families, Equation (3)

R2(W,4); ¢ per-feature recovery quality, Equation (2); tolerance

G=W'W:; M=VTW Gram matrix (feature geometry); matrix governing the linear readout
Riin (W, V) risk of the linear readout, Equation (6)

Ci = |lwill*/ > (wi wj>2 feature capacity, Section 3.4

Ke(W; ) S(W) packing degree (Definition 2.5); superposition benefit (Definition 2.6)

These names describe decoding procedures rather than a chain of set inclusions. A fixed
ReLU output excludes affine maps with negative outputs, and basis pursuit is defined by a
different optimization problem. The identity choice for o recovers the affine family when that
choice is allowed. We compare the families under their stated activation, input, and accuracy
conditions in Section 4.

The tied ReLU autoencoder in the report by Elhage et al. (2022) fixes one such decoding
procedure. Related toy models vary the loss, feature law, or activation function (Lecomte et al.,
2024; Prieto et al., 2026; Scherlis et al., 2022). In the original model, the encoder is W, and
the decoder is W' followed by a bias and a ReLU. Training minimizes

Lrevvas(f,W,b) = || f —ReLUW W[ +0) |2, (4)

Two built-in choices of Equation (4) carry quantitative consequences, which Section 3 develops.
First, the decoder directions are the encoder’s own columns rather than parameters of their
own, which makes the readout tied. Second, the decoder class is Uy, the second class of
Equation (3).

Table 1 collects the notation used below. In particular, d counts features and m denotes
hidden width; these symbols have different meanings in some of the cited sources.

2.2 Definitions

The distinction between overlapping and rotated orthogonal representations requires a defini-
tion in terms of feature directions. We adopt the geometric and recovery conditions of Prieto
et al. (2026), with recovery measured by Equation (2).



(a) dedicated directions (b) the same code, rotated by 45° (c) overlapping directions

d =2 features, m =2 dimensions d =2 features, m =2 dimensions d =5 features, m =2 dimensions
w2 wi
w> wi
\Q/ " "
Wi
neuron 1 neuron 1
neuron 2 neuron 2
ws Wy

h1=f1, h2=f2 h1=0.71(f1—f2), h2=0.71(f1+f2) (W1,W2)=0.31

(w1, w2) =0 (wy, wz)=0 (w1, w3)=-0.81
each neuron carries one feature not superposition: clause 1 of Def. 2.1 no two of the five are orthogonal

Figure 1: Feature directions in a two-dimensional hidden space and their relation to neuron
responses. (a) Two features occupy the two neuron axes, so the encoding h = W f gives each
neuron one feature value. (b) A 45° rotation makes each neuron respond to both features while
preserving the orthogonality of their directions and all encoded information. The rotated code
therefore still fails clause 1 of Definition 2.1. (c) Five directions share the same two-dimensional
space; the displayed nonzero inner products (w;, w;) show the overlap that is unavoidable when
features outnumber dimensions.

Definition 2.1 (Superposition (Prieto et al., 2026)). Fix a tolerance ¢ > 0. A set of

features F' C [d] is represented in superposition by the encoder W if:

1. (Interference) for every ¢ € F there is some j € F', j # i, with (w;, w;) # 0;

2. (Recoverability) there is a single decoder 1 : R™ — R? with R?(W, 1)) > 1 — ¢ for every
1€ F.

The two clauses distinguish geometric overlap from recovery. Figure 1 shows why the
geometric clause concerns feature directions rather than neuron responses. Clause 1 excludes
codes that merely appear shared. For example, consider two features stored along orthogonal
directions (W = Iy, Figure la) and rotate that code by 45° (Figure 1b). Every neuron then
responds to both features, but the directions remain orthogonal, and rotating back restores the
original code with no information lost. Polysemantic neuron responses are therefore a property
of the coordinate system, whereas the inner products (w;,w;) on which Definition 2.1 is stated
are left unchanged by a rotation. Under clause 1, such codes are not in superposition, however
polysemantic their neurons appear.

Clause 2 excludes collections of directions whose feature values cannot be recovered at the
chosen tolerance. It requires one decoder to meet the criterion for every feature in F', with
errors averaged over the same distribution. This condition differs from exact recovery on every
possible input. The geometric definition can also hold for a subset with |F'| < m; the packing
degree below distinguishes the case with more recoverable features than dimensions.

The recoverability clause permits any decoder. The next definition distinguishes features
according to whether a linear decoder can attain the tolerance. Failure of linear recovery leaves



nonlinear procedures to be evaluated under their own assumptions.

Definition 2.2 (Linear and non-linear superposition (Prieto et al., 2026)). Let F' be a
set of features in superposition. A feature ¢ € F' is in linear superposition if some linear
decoder vy, € Wy, achieves R? > 1 —¢g; it is in non-linear superposition if some decoder
in U, achieves RZ-2 > 1 — £ but no linear decoder achieves it.

Both definitions assume that the feature directions, the columns of W, are already specified.
In toy models, these directions are explicit parameters whose values can be inspected after
training. In a trained network with unknown features, applying the definitions first requires
a hypothesis relating input properties to hidden activations, followed by an estimate of the
corresponding directions. The linear representation hypothesis supplies this relation by treating
high-level concepts as directions in the hidden space.

Definition 2.3 (Linear representation hypothesis (Park et al., 2024; Prieto et al., 2026)).
A hidden representation h satisfies the linear representation hypothesis (LRH) with respect

to properties {pj};lzl if there are directions wq, ..., wg € R™ with
d
h(z) =~ Z pi(x) w; for x ~ D,.
j=1

If the LRH assigns more than m nonzero directions to a layer, at least one pair is nonorthog-
onal. This count does not ensure that every feature overlaps another, as clause 1 requires for
the chosen set F', or that clause 2 holds. Recovery remains a separate condition. Likewise, a
downstream layer may use a feature without reconstructing its value to the specified tolerance.
We distinguish this causal use from recovery throughout the empirical sections.

The directions are specified in the definitions but must be estimated when studying a
trained network. Section 6 develops the assumptions behind this transfer, and Section 7
reviews methods for estimating the directions.

2.3 A Worked Example

We now check Definitions 2.1 and 2.2 on a code small enough to compute in closed form.

Example 2.4 (Two features in one dimension). Let d = 2, m = 1, with f1, fo independent

Bernoulli(p) with 0 < p < 1. Use the antipodal encoder W = [1,—1], so h = f1 — f2 and

(w1, wg) = —1: clause 1 of Definition 2.1 holds. We compare two decoders for this code,

and one baseline code that forgoes superposition (Figure 2):

1. ReLU decoder, (h) = (ReLU(h), ReLU(—h)). It is exact on the patterns (0,0), (1,0),
and (0,1), and it errs only when both features fire, which happens with probability p?.
On that event h = 0, so the decoder returns (0,0) and reads both features as absent.
The risk of each feature is therefore p?. With Var[f;] = p(1 — p),

2

P P

R=1-—— =1—-— — 1 (p—0),
p(1—p) 1-p ( )

10



(a) total reconstruction risk (b) per-feature recovery quality

d =2 features, m=1, encoder W=[1, —1] linear and non-linear superposition (Def. 2.2)
— dedicated code: risk = p 1.00 4 R2=1—¢ holds for p=e/(1+¢)
~ 0.8 4 = antipodal code: risk = 2p? (6=0.1, so p<0.09)
¥ 0.
=
c shaded: the antipodal code has ~ .75 , RelU decoder,
-8 0.6 H lower risk than the dedicated code x v R%=1-p/(1-p)
= g
5 2
204_ =12 00T N T T T T T
§o. p=1/ L best linear decoder,
] 5 R2=1/2
= o
£ 0.2 A 0.25 A
8
0.0 T T T T T 1 0.00 T T T T T 1
0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.0 0.1 0.2 0.3 0.4 0.5 0.6
activation probability p activation probability p

Figure 2: Reconstruction and recovery in the one-dimensional codes of Definition 2.4. (a)
For two Bernoulli(p) features, the dedicated code drops one feature and incurs risk p, whereas
the antipodal code keeps both features and incurs 2p?. The antipodal error occurs when the
two features fire together, an event of probability p? on which the ReLU decoder errs on each

feature. (b) Despite this error, the ReLU decoder achieves R? = 1 — ﬁ — 1 as features

become sparse, while the best linear decoder is capped at R? = 1/2 for every p. For ¢ < % and
small p, these features are therefore in non-linear superposition by Definition 2.2.

so for any tolerance ¢, once p < /(1 + ¢) the set F' = {1,2} is in superposition: two
usable features in one dimension.

2. Best linear decoder. The best affine prediction of f; from the scalar h achieves exactly
R? = corr(f1,h)? = % for every p. The best affine prediction of fo achieves the same
value. Linear readout is therefore capped at R? = % regardless of sparsity. For € < %
and p < e¢/(1+ ¢), these features are in non-linear superposition (Definition 2.2). The
nonlinearity of the decoder is essential to the code.

3. Dedicated baseline. Store f; exactly and decode fo as 0: the total risk is p. The
antipodal code with the ReLU decoder errs on both features whenever both fire, so
its total risk is 2p?. The antipodal code therefore has lower risk than the dedicated
baseline exactly when p < %

The example shows why the input distribution and decoder belong in a recovery claim. The
ReLU decoder removes cross-talk on single-feature inputs and incurs error when the features
co-activate. A linear probe retains a fixed normalized error even as co-activation becomes
rare. A low linear-probe score therefore need not imply that a feature is absent from the
representation. Section 3 examines related geometries with more feature directions.

2.4 Measures of Superposition

The definition determines whether a chosen feature set is in superposition, but it does not
quantify how many features are recoverable or whether overlap improves reconstruction. We

11



introduce two measures in this survey to answer these separate questions.

Definition 2.5 (Packing degree). For tolerance £ and decoder class ¥, the packing degree
of W is

1
kre(W;¥) = — max{|F\ : I satisfies both clauses of Definition 2.1 with some 1 € \Il},
m

which is the number of simultaneously usable features per dimension (with k. = 0 when
no feature set satisfies both clauses).

A value k. > 1 states that the code sustains more readable features than its width, which no
orthogonal code can achieve. For example, in Definition 2.4, k. = 2 under ¥, for small p, while
under ¥j;, at any € < % no feature set satisfies both clauses. The degree of superposition of a
code thus depends on the decoder class reading it, and Section 4 quantifies that dependence.

Definition 2.6 (Superposition benefit). Fix D; and a decoder class ¥, and let R*(W) =
infyew E||f — (W £)|3. The superposition benefit of W is

S(W) = inf R (W') — R*(W).
W’': W'TW’ diagonal

The comparison uses encoders W’ with the same dimensions as W. A diagonal Gram
matrix then permits at most m nonzero columns, so the baseline optimizes over orthogonal
representations at the same width. A positive S means that W improves on this baseline under
the chosen distribution and decoder family.

The difference p — 2p? in Definition 2.4 compares two specified reconstruction procedures.
It is not automatically the optimized benefit in Definition 2.6. For example, a decoder that
predicts the mean of a dropped Bernoulli feature improves on the zero prediction used in that
example. This distinction also matters for phase diagrams, which report solutions found by
training rather than the two infima defining S (Section 4.1).

2.5 Strength of Claims about Features

The measures above concern a specified representation. Empirical claims about features can

instead concern recovery, the identity of a direction, or its role in a computation. We use six

claim levels to distinguish the evidence needed as an explanation becomes more detailed. These

levels describe evidential commitments rather than a universal chain of logical implications.

L1 (representation). f; is statistically encoded in h: some decoder improves on a specified
predictor that does not use h.

L2 (accessibility). R? > 1—¢ within a stated decoder class. This is the recoverability clause
of Definition 2.1; Definition 2.2 is the L2 distinction between Wy, and W,y;.

L3 (identification). The directions w; themselves are recovered from samples of h, up to
permutation, sign, and scale.

L4 (functional substitution). Replacing h by its reconstruction preserves the downstream
model’s behavior.

12



L5 (causal deployment). Intervening on the feature (ablation, steering) moves behavior
through the claimed pathway.

L6 (mechanistic faithfulness). The feature-level account predicts internal and behavioral
counterfactuals it was not fitted to.

The distinctions prevent a positive result from answering a different question without fur-
ther evidence. Feature values can be decodable while the generating dictionary remains non-
identifiable (L2 without L3, Section 4.5). A reconstruction-preserving substitute need not
reproduce the original computation (L4 without L6, Section 9). Identification and interven-
tion tests also address different targets: recovering a direction does not by itself establish how
the network uses that direction.

2.6 Notions of Capacity

Evidence about an individual feature does not determine how many features a layer can support.
The word capacity covers several different counts and geometric statistics in this literature.
Table 2 separates seven quantities by the resource or recovery target that each constrains.

Feature capacity and the Welch bound concern overlaps between encoder columns. Re-
covery widths also depend on the allowed input patterns and decoding procedure, while
information-theoretic counts need a precision or noise model. Computational bounds add
a specified family of functions and assumptions about the resources counted. These distinc-
tions organize the next three sections, beginning with the relation between feature overlaps
and reconstruction error.

Takeaway Message of Section 2. To compare recovery claims, fix the feature dis-
tribution, accuracy criterion, and decoder family. A low linear-probe score can coexist
with accurate nonlinear recovery, so the score does not establish feature absence. To in-
terpret a recovered direction, distinguish its predictability from identification and causal
use. Capacity comparisons also require the same resource count: overlapping directions,
recoverable feature values, and computable functions answer different questions.
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Table 2: Seven quantities used in discussions of capacity, in the notation of Table 1. Their
input assumptions, recovery criteria, and resource counts differ.

Quantity Definition and source Constrains
Overcompleteness Ratio of features to dimensions. Counts candidate directions; does not
ratio d/m by itself specify recovery or informa-

Feature capacity Cj;
bound ). C; <m

Welch bound

Linear-access width

Sparse-recovery width

Information-theoretic
capacity

Computational
capacity

Ci = will* /32, (wi, wy)? € (0,13
>, Ci < rank W (Scherlis et al.,
2022); identical to the feature
dimensionality of Elhage et al.
(2022) (Section 3.4).

max;zj | (ws, w;) | > %
(Welch, 1974).

Least m such that one linear map
recovers every k-sparse f € [—1,1]%
to loo-error e: O(e~2k? logd) and
QE(% log %) in the regime of
Definition 4.1 (Garg et al., 2026).
m = O(klog(d/k)) suffices with a
decoder in ¥gparse and a random or
RIP dictionary (Candes et al., 2006;
Donoho and Elad, 2003).

With coordinate range R and
resolution §:

logo N < mlog,(1+ 2R/0)
distinguishable messages.

Realizing the Boolean family in
Definition 5.1 imposes a

d' = O(m?/logm) expressivity limit
under its depth and parameter
assumptions; representing d’
Boolean features uses O(logd’)

dimensions (Adler and Shavit, 2024).

tion content.

Geometric allocation for nonzero
columns; does not bound task loss or
causal use.

Worst-case pairwise overlap for unit-
norm columns; related total-overlap
bounds appear in Section 3.2.

The cost of simultaneous uniform lin-
ear readout: quadratic in k.

Linear in k; the gap to the row above
is the decoder class, not a contradic-
tion.

Why finite width alone constrains
nothing without a precision model
(Section 3.5).

Resources for realizing a function fam-
ily; distinct constructions and quanti-
fiers are compared in Section 5.
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3 Geometry, Interference, and Capacity

The definitions separate feature overlap from successful recovery. For a specified encoder and
readout, the contribution of overlap to reconstruction error depends on the feature covariance.
Unit-norm feature directions obey a lower bound on total squared overlap, but sparsity and
nonlinear decoding can change how this overlap affects recovery. We first examine this distinc-
tion for linear readouts, then compare the effects of feature statistics and decoding procedures.
The resulting conditions constrain possible toy representations, leaving a further question about
which geometries training actually reaches.

Summary: Lower Bounds on Interference

o Geometric overlap (Definition 3.2). For d unit-norm directions in m < d dimen-
sions, total squared overlap is at least d(d — m)/m.

+ Reconstruction risk (Equation (6)). Feature covariance and the readout determine
how this geometry affects linear coefficient reconstruction.

o Tied and untied readouts (Definition 3.3). At a unit-norm tight frame, tied linear
risk is d/m times optimal untied risk for isotropic noiseless features.

e Nonlinear recovery. Sparse nonnegative inputs permit exact recovery in some over-
lapping constructions, while other support patterns cause collisions.

o Different counts. Finite-precision message counts, pairwise direction packing, and
uniform sparse recovery impose different constraints on width.

3.1 Interference and Linear Reconstruction Risk

Let W € R™*¢ have feature directions w;, as in Table 1. To allow unmodeled structure or
noise, we extend Equation (1) to h = W f + &; the original model has £ = 0. A linear readout
uses directions V' = [vy,...,v4] € R™*? and predicts V " h. Tts prediction for feature i separates
into signal, cross-talk, and residual terms:

v h = (v wi) fi + X (v w) fj + o€ (5)
—— N , ~—
signal cross-talk residual

Each cross-talk contribution depends on an overlap between a readout direction v; and a feature
direction w;. The product M = VTW collects these overlaps. By contrast, the Gram matrix
G = W W records overlaps between feature directions themselves. The two matrices coincide
for a tied readout, V = W, but an independently chosen readout can respond differently to
the same representation.

The feature distribution determines how often these contributions occur and how they
combine. To express their average effect on reconstruction, suppose that the feature vector f
and the residual § are independent and each has mean zero, with covariance matrices ¥y and
Y¢, respectively. The expected squared error is

Rin(W,V) = E|VTh—f|]2 = to(M - D)=y (M~ D7) + (VT EV). (6)

The first term measures errors in reconstructing feature coefficients; the second measures the
effect of the additive residual on the readout. Although M has rank at most m < d, the risk
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also depends on Y. An isotropic feature law assigns variance to every feature-space direction,
whereas a singular covariance can restrict variation to a recoverable subspace.

Average risk also differs from error on a particular support pattern. In Definition 2.4,
a nonlinear decoder succeeds on single-feature inputs and fails on a co-activation. The next
example develops this distinction for three directions in a plane, a geometry observed in trained
toy models in the report by Elhage et al. (2022).

Example 3.1 (Three features in two dimensions). Let d = 3, m = 2, and place unit
directions w1, ws, w3 € R? at mutual angles 120°, so (w;,w;) = —3 for i # j. Take
nonnegative features, f > 0, with the tied nonlinear decoder (h ReLU(W Th). If
exactly one feature is active, f = te; with t > 0, then WTh = ¢ (e; — %ej - %ek), and
the ReLU deletes the negative cross-talk. Recovery is then exact for three features in
two dimensions, at every amplitude. But if all three fire equally, f = ¢(1,1,1), then
h =t (w; + we + w3) = 0, so the fully active pattern collides with the empty one and no
decoder in any class can separate them.

|| o=

3.2 Lower Bounds on Interference

The examples use particular feature arrangements. To compare them with other arrangements,
we need a bound that holds for all unit-norm columns. Classical frame theory provides such
a bound through the eigenvalues of W' W (Benedetto and Fickus, 2003; Welch, 1974). The
same bound gives a reconstruction-risk statement after the feature covariance and readout are
fixed.

Result 3.2 (Interference lower bound; tied readout). Let W € R™*? have unit-norm
columns, d > m. Then

d(d—m)

2

> wiu? > T, (7
7]

with equality if and only if W is a unit-norm tight frame, WW T = %Im. Consequently,

by Equation (6) with tied readout V.= W, isotropic features ¥y = %I, and € =0,

2 d(d—
Rin(W, W) = o HWTW—IHF > 02(mm)7 8)

and the worst pairwise overlap obeys the Welch bound max;.;|(w;,w;)| >

V(d—m)/(m(d-1)). -

The normalization is essential to Equation (7). Unit-norm columns give tr(W W) =
d, while the Gram matrix has at most m nonzero eigenvalues. Cauchy—Schwarz then gives
|WTW/% > d?/m. Subtracting the diagonal contribution d yields the total-overlap bound.
Tight frames attain this minimum, although their individual pairwise overlaps need not be
equal.

The risk bound in Equation (8) additionally uses isotropic features and the tied linear
readout. An untied readout can reduce the error by changing V'W while leaving W 'W
unchanged. The relevant limit is then the rank of V' TW.
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Figure 3: Interference and linear-readout risk for overcomplete feature codes. (a) Arranging
five features as a regular pentagon in two dimensions gives a unit-norm tight frame satisfying
WWT = (d/m) I,,. (b) The off-diagonal entries of its Gram matrix give the pairwise interfer-
ences, whose squared sum meets the lower bound d(d — m)/m = 7.5 of Definition 3.2. (c) At
width m = 16, the risk curves compare tied and untied linear readouts across overcomplete-
ness ratios d/m, with risk measured in units of o2. Random codes read with the tied readout
V = W sit above the tied-readout lower bound d(d —m)/m. The optimal untied readout for a
full-row-rank encoder attains d —m. The ratio d/m is attained by the two risks at a unit-norm
tight frame, rather than by every random encoder (Definition 3.3).

Result 3.3 (Lower bound for arbitrary linear readouts). For every pair W,V € R™*? in
the isotropic noiseless setting of Definition 3.2 (X = o%I, € =0), the matrir M = VW
has rank at most m. The best rank-m Frobenius approzimation of Iy leaves residual d —m;
hence

Rin(W,V) > o*(d —m) for all W, V. (9)

A unit-norm tight frame attains both lower bounds simultaneously: with V, = W(W TW)*,
the matriz V,' W is the orthogonal projection onto the row space of W, giving Ry, (W, V) =

o?(d —m), while Ry (W, W) = o2d(d — m)/m. The ratio of the two bounds is the over-
completeness ratio d/m:

Rlin (Wv W)

m = E at any unit-norm tight frame. (10)

Does not establish. These bounds concern linear reconstruction of isotropic feature coefficients
at one specified site. They do not directly bound a downstream task loss or a nonlinear
decoder’s error. The optimal untied map projects onto an m-dimensional subspace of feature
space, leaving error in the remaining directions. Applying the result to several layers requires
specifying the joint representation and its width.

For a unit-norm tight frame with d > m, Equation (10) quantifies the improvement from
optimizing a linear readout under the isotropic noiseless feature law. Other encoders can have
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a different ratio, and the equation does not describe the nonlinear ReLU loss in Equation (4).
At d = m, an orthonormal basis gives zero risk for both readouts, so the risk ratio is undefined.

Sparse inputs lead to a different comparison. For unit-norm columns and a tied readout,
coherence p = max;x; [(w;, w;)| gives a sufficient cross-talk bound of ky when at most k
feature values are nonzero and each lies in [—1,1]. Requiring ku < e provides one way to
certify uniform accuracy. When d > 2m, the Welch bound limits this certificate to widths
of order at least k?/e2. This argument bounds the usefulness of the coherence certificate; it
does not establish a lower bound for every linear recovery procedure. Section 4.3 presents the
general linear-access result of Garg et al. (2026).

3.3 Mechanisms that Reduce the Realized Cost

The preceding risk bounds fix both a linear decoder and a feature law. The toy-model literature
studies how reconstruction changes when these choices vary. We begin with sparse activation,
whose effect depends on whether the decoder suppresses cross-talk on inactive features.

Sparsity and Co-Activation. In a linear readout, one active feature can produce error on
several inactive coordinates. Sparsity reduces how often this error occurs, but does not by
itself require two features to be active. A suitable nonlinear decoder can remove some of these
single-feature errors. In the antipodal construction, the remaining error requires co-activation,
which occurs with probability p? for independent Bernoulli features. The difference between p
and p? therefore depends on both the support law and the decoding geometry.

Other toy models express the statistical condition through moments of the feature law. In
the quadratic model of Scherlis et al. (2022), a fourth-moment threshold determines whether
fractional allocation of dimensions improves the objective. Sparsity can raise this moment
ratio, but the result concerns the specified quadratic loss rather than every sparse feature
distribution. Section 4.1 develops the allocation result and its learning scope.

Nonlinear Readout. For nonnegative features, a ReLU removes negative pre-activations
that would otherwise count as errors on inactive coordinates. Antipodal pairs and simplices
exploit this sign structure, as Definitions 2.4 and 3.1 show. A negative bias can also remove
small positive cross-talk, although the same bias shrinks active signals. The nonlinear decoder
trades these effects against one another under the feature distribution.

This recovery remains conditional on the input patterns. The simplex decoder is exact on
single-feature inputs, but an equal co-activation of all three features produces the same hidden
state as the empty input. Increasing the common amplitude makes its reconstruction error
arbitrarily large. Nonlinearity can improve sparse recovery without removing collisions from
the representation.

Untied Readout and Feature Importance. Optimizing the linear readout is a separate
way to reduce error. In the isotropic noiseless setting, Definition 3.3 gives the best attainable
rank-limited risk and the exact improvement at unit-norm tight frames. This optimization
changes the decoder while preserving the encoder.

Importance weights instead change which reconstruction errors training penalizes. In the
quadratic toy model of Scherlis et al. (2022), sufficiently important features receive dedicated
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dimensions, weakly weighted features are dropped, and an intermediate group can share di-
mensions. A common marginal-loss condition determines the allocation. This result explains
how a fixed-width representation can favor some features over others; its precise threshold and
assumptions are discussed in Section 4.1.

Feature Correlation. Beyond marginal sparsity and importance, correlations change which
features are nonzero on the same input and which feature combinations the decoder must
reconstruct. Features that rarely co-activate can share opposite directions with little realized
interference. Frequently co-active features may instead require separation or may support
reconstruction through positively aligned directions. The outcome depends on the feature law
and training objective, rather than on correlation alone.

The report by Elhage et al. (2022) describes changes in toy-model geometry under feature
correlation. Prieto et al. (2026) further study cases in which correlated features contribute con-
structively to one another’s reconstruction. Under bottleneck pressure or weight decay, their
models produce clusters and cyclic arrangements resembling structures reported in language
models. A recovery method that seeks separate directions for correlated properties may never-
theless regard their merging as a failure. Section 9 returns to this dependence on the chosen
feature target.

3.4 Feature Capacity

The lower bound of Section 3.2 sums squared overlaps across the whole code. To describe
how those overlaps are distributed among features, the toy-model literature uses a per-feature
statistic comparing each column’s squared self-overlap with its total squared overlap against
all columns.

Result 3.4 (Feature capacity bound (Scherlis et al., 2022)). For any finite W with nonzero
columns, define C; = ||wg||*/ > (wi, w;)*. Then C; € (0,1], with C; = 1 exactly when w;
is orthogonal to every other column, and

d
ZCZ- < rank(W) < m.
i=1

C; compares the squared self-overlap of w; with its total squared overlap against all columns.
It equals one for an isolated orthogonal direction and decreases when other directions overlap
it. The interpretation as a fractional dimension is geometric; its sum is bounded by the rank.
At d = m with orthogonal columns every C; equals 1 and the sum equals m, so the code that
gives every feature a dimension of its own attains the bound. When the bound is saturated
more generally, the columns form tight frames within orthogonal blocks (Scherlis et al., 2022),
which is the abstract version of the arrangements that Section 3.6 reports from trained toy
models.

Elhage et al. (2022) call the same quantity feature dimensionality, defined by

[[wi o w

Zj <{Ei>wj>2’ t ||wi\|‘
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Multiplying the numerator and the denominator of D; by le||2 gives

The central quantities of Scherlis et al. (2022) and Elhage et al. (2022) are therefore one
functional. The fractions at which toy-model features cluster, 1 for antipodal pairs, % for
triangles, % for tetrahedra, and % for pentagons, are the values of C; on those configurations.

Does not establish. Feature capacity is a geometric statistic of the encoder. It does not specify a
decoder, reconstruction accuracy, causal use, or Shannon capacity. The optimal-allocation and
fourth-moment results of Scherlis et al. (2022) additionally require their independent-feature
quadratic toy model.

3.5 Finite Precision and Counting Bounds

The geometric bounds above constrain overlaps between feature directions; a reconstruction
bound additionally specifies the feature law and decoder. A count of distinguishable messages
requires a different set of assumptions, concerning precision or noise. With unrestricted real
precision, finite dimension alone does not provide a finite message count. If each coordinate
instead lies in [—R, R| and its distinguishable values are separated by at least J, at most
(1 4+ 2R/6)™ distinguishable coordinate combinations are available. Recovering N distinct
messages then requires logy N < mlogy(1 +2R/J).

Pairwise direction packing measures a different quantity. For fixed coherence tolerance, ex-
ponentially many nearly orthogonal unit directions can fit in R™, as constructions based on the
Johnson-Lindenstrauss lemma show (Johnson and Lindenstrauss, 1984). Pairwise separation
does not by itself guarantee recovery of sums of those directions.

Recovery depends on which sums are allowed. For fixed sparsity and error tolerance, Garg
et al. (2026) permit exponentially many candidate coordinates with one fixed linear readout,
at width O.(k%logd). This sparse-input guarantee differs from the isotropic coefficient-risk
bounds of Section 3.2. The comparisons in Table 2 therefore require the input support, ampli-
tude range, accuracy criterion, and decoder to be specified along with the number of directions.

3.6 Observed Geometries

The geometric bounds constrain possible encoders but do not predict which arrangement train-
ing selects. The report by Elhage et al. (2022) observes antipodal pairs, triangles, pentagons,
tetrahedra, and square antiprisms in trained toy models. Several arrangements occur in mu-
tually orthogonal blocks and have the fractional capacities listed above. Their resemblance to
solutions of Thomson-type packing problems motivates a geometric interpretation, although
the report treats the detailed polytope taxonomy as tentative.

The arrangements change with the model. The quadratic objective of Scherlis et al. (2022)
favors a large superposed block in cases where the ReLU model forms smaller polytopes. Cor-
related data can instead produce clusters and cycles (Prieto et al., 2026). These differences
show why an observed shape needs to be interpreted together with the training objective and
feature law.

Evidence from trained language models also includes structures beyond individual linear di-
rections. Some quantities vary along curved manifolds (Gurnee et al., 2026a), and some studied
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concept representations span multiple dimensions (Engels et al., 2025a). These observations
limit the scope of a one-direction-per-feature description without determining how prevalent
each alternative is. The next section asks when training produces a superposed representation
and what guarantees permit its features to be recovered.

Takeaway Message of Section 3. A geometric overlap bound becomes a reconstruc-
tion bound after the feature law and readout are fixed. Comparisons between tied linear,
untied linear, and nonlinear decoders should retain these assumptions. Sparse recovery
also requires the allowed support patterns, since well-separated directions can still pro-
duce collisions. Learned geometry adds a further question: the loss and feature statistics
determine which of the admissible arrangements training favors.

4 Learning, Access, and Identifiability

The frame bound in Section 3 limits how far unit-norm directions can be separated. A trained
network must still choose which features to represent and how to arrange them. Once that
arrangement is fixed, a decoder must recover feature values from their shared coordinates.
An observer who lacks the encoder faces a further problem: recovering the directions them-
selves. These three questions require different assumptions, even when they concern the same
activation vector.

Summary: Training, Access, and Identification

e Toy models link dimension sharing to sparsity, importance, and fourth moments under
specified objectives (Section 4.1).

o Initialization and regularization can produce polysemantic neurons even when every
feature could have its own dimension (Section 4.2).

e Uniform recovery by one linear map requires nearly quadratic dependence on the num-
ber of active features; sparse optimization can reduce that dependence under suitable
encoder conditions (Sections 4.3 and 4.4).

¢ Recovering feature values through a known encoder and identifying an unknown encoder
are separate problems (Section 4.5).

o A geometric argument predicts 1/m loss scaling in a toy-model regime. Fits to language
models support an empirical connection whose mechanism remains to be established
(Section 4.6).

4.1 Emergence of Superposition in Training

Phase diagrams. Elhage et al. (2022) train the tied ReLU autoencoder of Equation (4) while
varying feature sparsity and importance. The trained solutions allocate a dedicated dimension
to some features, represent others along shared directions, and drop the rest. Changing the
feature distribution changes these allocations because the loss balances the cost of dropping a
feature against the interference created by retaining it.
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The phase diagrams describe solutions reached by training. They do not directly evaluate
the optimized comparison S in Definition 2.6, which requires optimizing both the unrestricted
and orthogonal model classes. The analytical calculations in Elhage et al. (2022) compare
selected candidate solutions in small cases. For the bias-free model with two features in one
hidden dimension (d = 2, m = 1), Tom McGrath’s accompanying comment reports an exact
expected-loss calculation and an additional “confused feature” regime. At low sparsity, when
both features are important, their weights can align near w; = ws = 1/4/2 even without
correlated inputs (Elhage et al., 2022, Comments and Replications). The observed boundaries
therefore need to be read with their feature law, activation function, and objective.

A fourth-moment threshold. A quadratic toy model permits a more explicit account
of allocation. Scherlis et al. (2022) study independent, centered features with unit variance
and show how their fourth moments affect the optimal capacities of Definition 3.4. Above
the Gaussian kurtosis E[f!]/E[f?]> = 3, an intermediate range of feature importances can
receive fractional capacity. Below that threshold, the optimal allocation is all-or-nothing in
the analyzed regime. Fractional capacity describes dimensions shared among features, so the
result identifies conditions under which sharing minimizes this model’s objective.

This calculation concerns an optimum; the phase diagrams also depend on whether training
reaches one. It explains one role of sparsity without making sparsity a universal criterion.
Sparse distributions can have large normalized fourth moments, but the relevant moment,
centering assumptions, and reconstruction objective must be specified before transferring the
threshold to another model.

4.2 Incidental Polysemanticity

Dimension sharing can explain why a neuron responds to several features, but such responses
also arise when width is ample. Lecomte et al. (2024) study models with m > d, where every
feature could receive an orthogonal direction. Random initialization can place several features
in the basin of the same neuron, and sparsity-inducing regularization or noise can preserve
that arrangement. Their results establish this mechanism in stylized settings and observe it in
trained models.

Polysemantic responses alone therefore leave the source of mixing unresolved. The geo-
metric definition in Definition 2.1 additionally asks for nonorthogonal feature directions and
recoverability under a stated decoder. Demonstrating a recoverable count above m establishes
the stronger claim that the representation accommodates more features than its width. A
collection of neuron labels establishes neither count nor geometry, and spare width alone does
not determine the optimized benefit S.

4.3 Linear Access

To quantify recovery independently of which arrangement training selects, consider designing
an encoder together with one fixed linear decoder. The encoder maps each admissible feature
vector to the hidden representation, and the decoder must reconstruct that vector without
adapting its weights to the active features. Define myy,(d, k,€) as the least width for which
there exist W and V satisfying HVTWf — fHOO < ¢ for every k-sparse f € [~1,1]%. This is a
uniform approximation problem over a specified input set, rather than an accuracy guarantee
for an arbitrary trained encoder.
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Result 4.1 (Width required for uniform linear access (Garg et al., 2026)). For every fized
e >0,
min(d, k,e) = Oe?k*logd),

and, for fired 0 < e < %, 2 <k =0(logd), and sufficiently large d,

mlin(dakye) = QE(% log %)

At fixed error tolerance, the bounds give nearly quadratic dependence on the number k
of simultaneously active features, up to logarithmic factors. At fixed k, one linear map can
still read exponentially many candidate features as width grows. The obstruction concerns
simultaneous activity and uniform error, rather than an unconditional polynomial limit on the
number of linearly readable features.

Coherence provides a sufficient construction criterion in the tied case discussed in Sec-
tion 3.2. Garg et al. (2026) establish a lower bound that also covers independently chosen
encoders and decoders. The lower bound is essential: a limitation of a coherence certificate by
itself would not rule out a better construction.

Does not establish. Definition 4.1 concerns one fixed linear map, uniform ¢, error, and every
bounded k-sparse sign pattern. Average accuracy under a particular feature distribution can
behave differently. The lower bound requires its stated error regime and logarithmic upper
scale for k, and does not apply to a decoder with additional nonlinear computation.

4.4 Comparison of Decoder Classes

The preceding width bounds restrict recovery to one fixed linear map. A sparse-optimization
decoder instead uses the sparsity of each input by solving for its active coefficients. Under
suitable restricted-isometry conditions on W, basis pursuit recovers every k-sparse f € R?
exactly from the hidden vector h = W f using

m = O(klog(d/k))

measurements; suitable random matrices achieve these conditions (Candes et al., 2006; Donoho
and Elad, 2003). Compared with Definition 4.1, its dependence on k improves from nearly
quadratic to linear, with different logarithmic factors and an exact-recovery target. At k =1,
both displayed upper bounds are logarithmic in d at fixed e.

These guarantees require properties of the encoder as well as the decoder. Angular sep-
aration alone does not suffice: the simplex in Definition 3.1 has optimally spread directions
but satisfies w1 4+ we + w3 = 0. If both the all-active and empty patterns are admissible,
they produce the same observation and defeat every decoder. Conversely, the limitations of
a coherence-based proof do not limit all recovery methods. When d > m, the Welch bound
restricts certificates based on ku < 1 to sparsities of order y/m; stronger properties such as
restricted isometry can certify larger sparsities.

Table 3 separates these statements by their recovery target. Transferring a sparse-recovery
guarantee to a trained network requires checking the needed encoder property. Randomness
is one way to obtain that property, not a necessary description of every successful learned
dictionary.
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Table 3: Recovery guarantees for different decoder families. The first and third rows compare
uniform sparse recovery with different error criteria and computational procedures. The re-
maining rows state model-dependent limits rather than intermediate width bounds.

Decoder class Guarantee considered  Conditions and limits
One linear map, Uy, m = ég(kQ) (Garg Uniform ¢, approximation on k-sparse inputs in
et al., 2026) [~1,1]¢. The logarithmic dependence on d and

k is explicit in Definition 4.1; its lower bound
requires fixed 0 < e < 1,2 <k = O(logd), and
sufficiently large d.

Linear map with pointwise Depends on the ReLU improves recovery in Definition 2.4; that
nonlinearity, Wi, activation and input example does not give a width bound for every
law signed sparse input.

Sparse optimization, m = O(klog(d/k)) Uniform exact recovery under suitable restricted-
Wsparse (Candes et al., 2006) isometry conditions. Coherence alone gives a

more restrictive sufficient certificate.
Unrestricted decoder, ¥,;;  Depends on the Admissible patterns mapped to the same obser-
information retained vation cannot be distinguished, regardless of de-
by the encoder coder complexity.

4.5 Identifiability

The preceding results assume a known or jointly designed encoder. Dictionary learning starts
with observations and seeks the feature directions themselves. Recovering those directions,
up to the symmetries allowed by the model, requires distinguishing among different latent
explanations of the same data. Accurate reconstruction alone cannot make that distinction.

Positive identification results distinguish the latent directions through explicit assumptions
or additional access to the system. For example, Liu (2026) recover the directions v; in a sum of
ridge functions, ), 0;({v;, x)), using noisy query access under their nondegeneracy conditions.
The directions can be overcomplete and the response functions need not share a prescribed
form. This query model lets the algorithm choose inputs x and observe noisy function values,
whereas an activation dictionary usually receives sampled hidden states. Within that activation
setting, Chen et al. (2025) give feature-recovery guarantees for an SAE variant under an
activation generative model. Each result establishes identification for its observation model
and assumptions.

Negative results explain why a reconstruction objective need not identify the intended fea-
tures. In the regimes analyzed by Cui et al. (2025), closed-form SAE optima recover ground-
truth features only under stringent sparsity conditions. Tang et al. (2026) formulate sparse dic-
tionary learning, including SAE, transcoder, and crosscoder objectives, as a piecewise biconvex
problem and analyze its solution structure. Their characterization exposes non-identifiability
and objective-induced pathologies, including mechanisms relevant to absorption and dead la-
tents. These results locate failures within specified models; they do not establish that every
trained dictionary must exhibit each failure.

Applying a positive theorem to model activations requires its assumptions to hold, or
a robustness result that covers their violation. A recognizable latent label does not supply
that evidence. Known-feature benchmarks can test recovery directly, while unknown-feature
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evaluations must assess the available proxies and their limitations. Sections 7 and 8 develop
this distinction for practical dictionaries.

4.6 Superposition and Neural Scaling Laws

The recovery and identification results above ask which feature values and directions can be
recovered. A separate question concerns how the loss of the representation selected by training
changes with width. Liu et al. (2025) argue that loss falls as 1/m in a strong-superposition
regime of their toy model. Their geometric argument assumes approximately isotropic feature
directions, whose squared overlaps have mean 1/m, and relates those overlaps to reconstruction
loss. Simulations support the predicted exponent in the studied regime. When activation
probabilities instead follow a sufficiently steep power law p; oc i, the observed geometry
changes and the reported exponent approaches 2(cw—1). The 1/m prediction therefore depends
on the distributional regime as well as the geometric approximation.

To examine whether this width prediction extends beyond the toy model, the authors
compare it with open-weight language models and report a fitted width exponent of 0.91+0.04.
They interpret tokens as atomic features and examine row norms and interference in the
language-model head. Measured token frequencies have an exponent near 1, within the regime
they compare with the toy model. These measurements support a particular interpretation of
the head; they do not identify the mechanism of loss scaling throughout the network. A related
question varies training time instead of width: Chen et al. (2026) derive power-law learning
behavior from a superposition bottleneck within their model. The width and training-time
results concern different limits and retain their respective assumptions.

An empirical match in exponents motivates testing whether interference predicts how loss
changes when width or feature statistics change. Such tests would connect the proposed
mechanism to the scaling observation. The reconstruction models considered here ask the
network to preserve existing feature values. Section 5 asks what additional resources are
needed to compute new features from those shared representations.

Takeaway Message of Section 4. A recovery claim needs both an input model and a
readout procedure. Uniform sparse recovery can be possible even when a particular linear
readout fails, while successful reconstruction can leave the underlying directions uniden-
tified. These distinctions guide the later method comparisons: an activation dictionary
must be evaluated for the feature information it recovers, the assumptions that make its
directions meaningful, and the behavior those directions can explain.

5 Computation in Superposition

Recovering an input feature shows that its value survived compression. Computing a new
feature requires a layer to transform the compressed values while controlling interference at its
output. The distinction matters even for simple targets: a code that preserves sparse Boolean
inputs does not by itself implement their pairwise ANDs. We examine the resources needed
for such transformations, the conditions under which their outputs can feed further layers, and
the evidence that training finds these mechanisms.
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Summary: Computation in Superposition

o For specified families of sparse Boolean tasks, parameter-description lower bounds sep-
arate representing outputs from computing the requested instance (Section 5.2).

o Explicit ReLU constructions compute pairwise ANDs with shared neurons. Their
widths depend on the input encoding, sparsity, and composition requirements (Sec-
tion 5.3).

o Approximate versus exact readout alone does not explain the differences between pub-
lished bounds (Table 4).

e Small trained models provide mechanism evidence, but their solutions depend on the
architecture and loss, and decodability alone does not establish downstream use (Sec-
tions 5.4 and 5.5).

e Delayed recall extends representation sharing across feature ages. It preserves past
values rather than computing new Boolean features (Section 5.6).

5.1 From Recovery to Computation

The absolute-value experiment in Elhage et al. (2022) gives a small trained example of the
additional demand. An untied network with m < d hidden dimensions learns to output | f;| for
sparse signed features. A separate circuit would use two ReLUs per feature, one for each sign.
The trained sparse solution shares neurons among features, and the authors trace how several
neurons jointly compute one output.

One traced motif controls interference asymmetrically. A feature can excite an unrelated
output, while another neuron inhibits that output where the unwanted positive contribution
occurs. The output ReLLU removes the resulting negative contribution. This observation
connects the clipping mechanism of Section 3.3 to a transformation of the input, although it
establishes the mechanism only in the inspected toy setting.

A general account must address three further questions. How does the required width
grow with the target functions? Can the outputs remain compressed and support repeated
composition? Under what objectives does training find the required circuits? The formal
constructions below address the first two; the later training studies supply evidence for the
third in specific models.

5.2 The Representing-versus-Computing Separation

Adler and Shavit (2024) compare representation and computation for families of sparse Boolean
tasks. The input is f € {0,1}¢ with | f||; < k. An instance of 2-ANDy 4 specifies an ordered
list of d’ pairwise AND outputs; another family specifies permutations of the inputs. Both
input and output features are encoded in shared coordinates.

Choosing the instance is part of the computation problem. A universal architecture receives
a parameter string that determines which outputs it must compute, and the lower bound counts
the bits needed to specify that behavior. The upper bound constructs a ReLLU network whose
output is decoded by a fixed linear map followed by thresholding at 1/2. This thresholded
readout recovers the Boolean targets exactly.
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Result 5.1 (Separation of representing and computing (Adler and Shavit, 2024)). 1.
(Representing.) For a fized bound on the number of simultaneously active features,
storing which of d' Boolean features are active, each recoverable to fized tolerance by
its own linear functional, requires only m = O(logd’) dimensions, by the Johnson-
Lindenstrauss lemma (Johnson and Lindenstrauss, 1984); equivalently, a width-m
layer can represent up to 200 features.

2. (Computing, lower bound.) Fiz d’ < (‘21) distinct input pairs in a set S, and let U =
{ei +e; : (1,7) € S} be the corresponding two-hot inputs. Consider the family of all
orderings of these d AND outputs. A single universal architecture, with its behavior
specified by a parameter string, must realize every member of this family correctly on at
least a (1 —)-fraction of U, for fized 0 < § < 1/2. This requires Q(d'logd') parameter
bits in the worst case. The source establishes the lower bound for almost all members
of a constructed robust subset of the family, whose members differ on more than a 26
fraction of U. An analogous arqument applies to permutations with one-hot inputs.
For networks with a constant number of m x m layers and O(1) bits per parameter, the
family-level requirement forces m = Q(y/d log d').

3. (Computing, upper bound.) An explicit ReLU network with m = O(v/d' log d') neurons,
O(d'log® d') parameters, and O(1) layers computes every instance of 2-ANDg g and
every permutation exactly, with inputs and outputs both in superposition, for k < 2;
instances can be chained to arbitrary depth without error accumulation. This is within
a \/logd' factor of the lower bound.

4. (Capacity.) Under this fived-depth, fized-precision accounting, a width-m architecture
that can realize the specified family must have d = O(m?/logm). This limits family
expressivity; individual specialized functions can have smaller implementations. Sparse
feature representation alone can accommodate exponentially many candidate features.

Does not establish. The error fraction in item 2 is measured on U, not on every two-hot
input. When d’ <« (g), an all-zero predictor can succeed on most of the latter inputs. The
almost-all statement concerns the constructed robust subset, rather than the full function
family. The bound does not constrain one specialized function. General sparsity costs the
upper construction a factor O(k2¥logd); the width lower bound also requires its depth and
precision assumptions.

The separation shows that a short representation of an output vector need not be a short
description of the function producing it. Within the specified families, parameter count is
therefore a more informative computational resource than activation width alone. Adler and
Shavit (2024) also interpret the result as a limit on compression: retaining arbitrary instance
behavior requires enough parameter bits. Applying that interpretation to distillation or prun-
ing would require showing that the model’s task and parameter accounting meet the lower
bound’s assumptions.

Comparing the Published Widths. For comparison with this family-level requirement,
the all-pairs task of Hanni et al. (2024) fixes the collection of d’ = (g) ANDs. Their construction

with superposed inputs has width 5(6*2\/@, which is smaller than the width lower bound
above when expressed in d’. The task quantifiers differ: a fixed all-pairs computation is not an
arbitrary ordered instance chosen through a parameter string. A comparison must also count
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Table 4: Computation bounds with their task and recovery conditions. In the all-pairs rows,
d = (d). In the circuit row, n denotes the emulated circuit width, and the source provides

2

a proof sketch with draft supporting material. The rows quantify over different tasks and
resources; their widths do not form a hierarchy of readout strength.

Result Readout and error model Sparsity Width (neurons)
Representation only Fixed linear readouts recover k= O(1) m = O(logd)
(Johnson and sparse feature values to fixed

Lindenstrauss, 1984) tolerance

All pairwise ANDs, One linear readout with Fixed k m=0(e"? log® d)
basis-aligned inputs uniform /., error €; single

(Hénni et al., 2024) layer

All pairwise ANDs, Same uniform guarantee, with  Fixed k m = 0(e~2V/d)

superposed inputs
(Hénni et al., 2024)

Sparse Boolean circuits
(Hénni et al., 2024)

Ordered AND instances
or permutations, upper
bound (Adler and Shavit,
2024)

Same families, lower
bound (Adler and Shavit,
2024)

a constructed input encoding

Approximation with
interleaved correction; all but
a negligible fraction of
admissible inputs

Exact thresholded recovery;
shared input and output
codes; constant depth per
instance, chainable

Family-level requirement
supported by a robust subset;
error fraction § < 1/2 is
measured on the specified set

U

k bounds activity
throughout the
circuit

m = O(n2/3k?) for
circuit width n and
polynomial depth

m = O(Vd logd')

Q(d'logd') param-
eter bits; width
follows under
fixed-depth, fixed-
precision accounting

encoding and readout resources, precision, sparsity, and depth consistently.

Readout exactness alone cannot reconcile these rates. A linear readout with uniform
Boolean error € < 1/2 gives exact answers after thresholding at 1/2. In particular, the fixed-
sparsity all-pairs construction guarantees one model for all admissible inputs. The deep-circuit
result has a different input-coverage guarantee. Table 4 records these distinctions without
imposing a common ordering on the bounds.

For repeated composition, Adler and Shavit (2024) compare another regime of the con-
current construction at width ©(d?/3) and polynomial depth with their own O(vd logd')

constant-depth construction.

5.3 Constructive Results

Universal AND. The all-pairs construction makes its neuron sharing explicit. Hanni et al.
(2024) connect each ReLU neuron to a random subset of Boolean inputs and give it bias —1.
The neuron activates when at least two connected inputs are active. A readout for a particular
pair averages neurons connected to both members of that pair.

Other active inputs can also make those neurons fire. Sparsity limits these coincidences, and
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concentration over the sampled connections bounds the remaining readout error. Each output
AND is consequently represented across many neurons. The construction uses knowledge of
the weights to choose its readouts, rather than assigning one neuron to each gate.

Result 5.2 (Universal AND (Hénni et al., 2024)). Fiz a hard sparsity k and tolerance
€. For large d there exist single-layer ReLU networks whose post-activations make every
pairwise AND of d Boolean features readable by one linear map to €y error €, uniformly
over all k-sparse inputs: with basis-aligned inputs, at width m = O(e =2 log® d); with inputs
themselves presented in superposition, at width m = 6(5*2\/@.

Does not establish. Definition 5.2 establishes existence for fixed sparsity through designed
encodings, weights, and readouts. It gives no training guarantee or guarantee for a probe
learned from finite data. The inputs are Boolean and the bounds are asymptotic: for scale,
logg d is about 2.5 x 10'0 at d = 105. The result therefore needs explicit finite-width analysis
before yielding a practical resource estimate.

Basis-aligned inputs expose each input bit directly to the layer. Superposed inputs require
the layer to work through an approximate input recovery map, which changes the error cal-
culation and width requirement. This distinction concerns the representation supplied to the
network, even though both constructions produce the same set of output functions.

Error Correction and Depth. Repeated computation introduces another demand because
readout errors can accumulate. Hénni et al. (2024) first show why a weaker representation
criterion is insufficient: two weakly linearly represented features can have an AND that no MLP
layer makes linearly separable. Their positive construction instead controls approximation
error and alternates computation with a ReLU correction layer. A random ternary code and
a piecewise-linear rounding operation recover a cleaner encoding of the Boolean state.

The source states that a circuit of width n, polynomial depth L, and activity bounded by k
can be emulated at width O(n?/3k?) and depth 2L, outside a negligible fraction of admissible
inputs. At fixed k, this corresponds to circuit width O(m3/ 2) for network width m. The
supplied argument is a proof sketch with draft supporting material. Its separate informal
estimate of roughly O(m?) computable features is not a theorem and should not be identified
with the family-dependent capacity in Definition 5.1.

Adler and Shavit (2024) construct chainable layers through a different routing scheme.
They divide inputs by how many outputs each influences. Low-influence inputs use dedicated
superposed output channels, while high-influence inputs are handled through a shared input
code. Exact recovery and re-encoding allow the constructed instances to compose without
accumulated error. The resource bound applies to that complete construction, rather than
measuring an isolated cost of exact thresholding.

5.4 The Compressed-Computation Dispute

A construction shows what weights can implement; a trained model requires evidence for
the mechanism it actually learned. A sequence of studies on compressed elementwise RelLU
computation illustrates the difference. The papers share a senior author, and the later studies
revisit the architecture and loss used in the initial experiment.
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The Initial Loss Advantage. Braun et al. (2025) train a network with m = 50 hidden
ReLU neurons, a residual connection, and a fixed random embedding to output ReLU(f;) for
d = 100 sparse signed features. Its loss improves on a baseline that serves 50 features perfectly
and drops the rest. The authors interpret the improvement as evidence that the network
computes more nonlinear feature functions than it has neurons.

Separating Linear Mixing From the Target. To examine what the loss advantage estab-
lishes, Bhagat et al. (2026) show that the residual and embedding make the task algebraically
equivalent to fitting y = ReLU(f)+ M f with a plain one-layer MLP. The matrix M records the
embedding’s Gram deviation from the identity. The target therefore contains a linear mixing
component in addition to the intended elementwise nonlinearities.

Their experiments test whether this component accounts for the advantage. At M = 0,
the advantage disappears, including after fine-tuning a model originally trained with nonzero
mixing. In a sweep of mixing scales o € [0,0.08], the advantage peaks near 0.03. The trained
read and write directions also concentrate in the top-50 eigenspace of M. These observations
connect the loss improvement to the mixing term. They are single-run curves without reported
seeds or error bars, and a hand-built factorization baseline reproduces the qualitative profile
without matching the full trained loss. The authors leave the complete mechanism unresolved.

Changing the Loss. To test how the objective affects computation on an unmixed target,
Ferreira da Silva and Heimersheim (2026) remove the residual and train on the uncontaminated
elementwise ReLLU target. Under squared error, the model again serves half the features and
drops the rest, with per-feature error coefficient of variation 0.999. Higher loss exponents pro-
duce more evenly distributed errors: across exponents 2.5 through 8, the reported coefficients
of variation are 0.028 to 0.046, with variation at most 0.003 across ten seeds.

The authors trace the fourth-power-loss solution to a sparse binary code. Each feature
uses 5 to 7 of the 50 neurons, and each neuron serves 10 to 12 features. The decoder closely
matches a scaled pseudoinverse of the encoder, with Frobenius cosine 0.996. Transplanting one
feature’s activation pattern to another feature’s code neurons moves the top decoded output
to the second feature in every tested pair. A three-scalar weight approximation recovers the
trained loss within a factor 1.13; the naive, emulated-bias, and random-network baselines have
losses 28, 26, and 56 times the trained loss.

These interventions support the proposed code mechanism within the tested model. The
resemblance to the sparse binary construction of Definition 5.2 concerns a motif: the trained
task uses continuous ReLLUs, one layer, and no correction layers. Its outputs are also attenuated,
with reported mean slope about 0.81. The motif and loss advantage leave the uniform Boolean
guarantee of the construction unestablished.

What the Comparison Establishes. Within this experiment, changing the loss changes
how error is distributed across features and which solution training reaches. Reconstruction
under squared error already produces sharing in the representational toy models of Section 4.1,
whereas this computational task favors the naive solution under the same exponent. The com-
parison motivates studying the task, architecture, and objective jointly. It does not establish a
universal separation between the training pressures needed for representation and computation.

The mixing control also shows why a baseline loss comparison needs a mechanism check.
Per-feature errors, intervention tests, and an explicit account of the learned weights reveal
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distinctions hidden by aggregate loss. Further tasks and objectives are needed to determine
how broadly the observed computational code is learned.

5.5 The Existence-versus-Use Gap

The formal constructions provide no guarantee that gradient training finds their weights. The
absolute-value model and the compressed-ReLLU studies supply trained examples under par-
ticular objectives. Adler et al. (2025) provide another: in two-layer MLPs trained on sparse
pairwise-AND formulas, they identify output-channel routing motifs from signs of the learned
weights. Together these studies motivate a learning theory, while leaving its task and optimiza-
tion conditions unresolved.

A readable computed feature also need not be used by the model’s subsequent computation.
Hénni et al. (2024) show that suitable random one-layer MLPs already make all pairwise ANDs
readable by a map constructed from the weight signs, with error O(1/y/m). The corresponding
width dependence is Q(¢~?) in their regime. Thus a successful AND probe can detect functions
available in random activations. Establishing that a trained model relies on those functions
requires evidence about its downstream behavior.

This distinction motivates the intervention tests in Section 8 and the learning questions in
Section 11. A useful explanation must connect the representation, the transformation produc-
ing it, and the subsequent computation that depends on it. A resource bound or a probe score
establishes only the part of that connection it measures.

5.6 Temporal Superposition

Recurrence introduces a related resource question even when the task requires only recall. In
a 7-delay task, the target output is zero for t < 7 and reproduces the input at time ¢t — 7 for
t > 7. The state must preserve both feature identity and age until the requested output is
due. Sharma et al. (2026) compare linear recurrent networks, linear recurrences with ReL.U
readout, and fully nonlinear RNNs on this task, with much of the geometric analysis at width
m = 2.

Starting from zero state, a linear recurrence gives

t—1
hy = Z Z fi,tfswl(s)j
s=0 1

where h; is the recurrent hidden state, f;;—, is the value of feature 7 at time ¢t — s, and wgs) is

its input direction after s applications of the recurrence. A model retaining all d features until
delay 7 must account for the d(7+1) feature-age pairs currently awaiting output. This is a count
of the targets that must remain available; a trained model may instead drop some features.
The delay task extends representation across time rather than computing new features in the
sense of Section 5.2.
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Result 5.3 (Loss decomposition for linear recurrent codes (Sharma et al., 2026)). For a
single input feature, let fy = ByUy, with By ~ Bernoulli(p), identically distributed values
Uy of finite second moment, and all gates and values mutually independent. A linear re-
currence starts from zero and uses a bias-free linear readout v. For the T-delay task, the
source’s Equation (5) decomposes the expected sum of squared errors into task, mean-
correction, projection-interference, and composition-interference terms. Appendiz B.1,
Equations (24) and (25), gives the complete indexed identity. Writing p = E[U;] and
v = E[U?], projection interference sums (v w®)? over wrong ages s # T with coefficient
pv; composition interference sums products of readout projections over ordered pairs of
distinct ages with coefficient p?u?. At fized weights, horizon, and value distribution, the
latter has higher order in p as p — 0. When the input values have nonzero mean, nega-
tive cross-products reduce this composition term, favoring opposite readout projections as
discussed by the source and related to antipodal placement in Section 3.5.

Does not establish. Definition 5.3 summarizes the scalar-input identity. The source gives the
vector-input extension under independence across both features and time in Appendix G.1,
Equations (84) and (85). Correlated sequences introduce additional covariance terms. The
ReLU-readout expression is a sparse-limit approximation for nonnegative values, and nonlinear
recurrent geometries are studied separately.

In the ReLU-readout approximation, a wrong-age direction with v w®) < 0 contributes
zero projection interference. This favors placing waiting ages in the half-space opposite the
readout while aligning the due age with it. The statement concerns the p — 0 approximation;
co-active inputs can matter at finite sparsity. Trained linear recurrences approximate this
arrangement with spiraling age directions. Across the reported sparsity sweep, the best models’
angles move from roughly 90° to 270°. Nonlinear RNNs can additionally suppress old states
through their recurrent ReLU.

When more features compete for the same two-dimensional state, the studied solutions
tend to maintain a feature across all required ages or drop it. The reported counts are five,
three, two, and one maintained feature at delays 0, 1,2, and at least 3, respectively. At zero
delay the geometry recovers the static pentagon of Section 3.6. These are selected small-
model solutions: across the reported sweeps, roughly 8% to 54% of trained models exhibit the
analyzed geometries. Their prevalence and stability at larger widths remain separate empirical
questions.

The feedforward and recurrent studies both show why a feature count must specify what
the network is asked to do with each feature. Section 6 uses these distinctions to examine
which broader observations superposition can explain and which assumptions practical recovery
methods inherit.

Takeaway Message of Section 5. Computational guarantees depend on the target
family and resource accounting, while trained mechanisms require evidence about the
weights and their effects. The all-pairs constructions, the learned toy circuits, and the
delay-task geometries answer different questions. In practical models, decoding a function
is a starting point for testing its role; it does not establish that subsequent layers use it or
that training found the mechanism of a formal construction.
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6 Implications of Superposition

The preceding sections establish how feature geometry, decoder choice, and the target computa-
tion constrain recovery from shared representations. Applying these results to trained networks
requires distinguishing superposition from neighboring concepts and specifying the resource or
behavior being explained. We examine how these requirements limit explanations of scaling,
adversarial vulnerability, and representation similarity. A claim about resource savings needs
the same care, since narrower activations leave precision, parameter count, and arithmetic to
be assessed separately. Recovering the unknown features adds assumptions about their format,
sparsity, and identifiability, which determine the scope of the methods in Section 7.

Summary: Implications of Superposition

¢ Related concepts measure different properties. Polysemanticity concerns neuron
responses; the linear representation hypothesis concerns feature format. Both leave
above-width feature recoverability unestablished.

e Empirical explanations require additional evidence. Scaling fits concern the
language-model head, adversarial controls test specified bottlenecks, and similarity met-
rics can respond to geometry despite shared feature content.

o Efficiency depends on the resource. Recovering sparse features in a narrow acti-
vation space leaves precision, readout parameters, and the cost of new computations to
be assessed separately.

¢ Broader benefits remain conditional. A teacher-student model shows a larger
fitted loss-decay exponent, while general improvements in generalization, sample effi-
ciency, or robustness remain unestablished.

e Feature recovery adds assumptions. Sparse dictionaries target linear, one-
dimensional, layer-local features, with sufficient sparsity and identifiability for the cho-
sen recovery method.

6.1 Boundaries with Neighboring Concepts

Polysemanticity A polysemantic neuron responds to several unrelated input properties.
Superposition can produce such responses when multiple feature directions contribute to the
same neuron, as demonstrated in the toy-model report by Elhage et al. (2022). The converse
does not follow. A rotation of mutually orthogonal feature directions can make neurons pol-
ysemantic while preserving the orthogonality of the directions. Polysemantic units also arise
in models with spare capacity (Section 4.2), without pressure to represent more features than
dimensions.

Interpreting neuron responses introduces a further uncertainty. Bolukbasi et al. (2021)
find coherent patterns among top-activating examples for random directions about as often
as for trained neurons. Such patterns alone therefore give weak evidence for a particular
representational mechanism. Bereska and Gavves (2024) discuss basis rotation, training-noise
redundancy, and capacity-driven superposition as competing explanations, adopting the last as
a working hypothesis. Toy models establish a capacity trade-off associated with superposition,
but the relative contributions of these explanations to polysemanticity in a trained model have
not been measured.
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Mixed Selectivity Where polysemanticity describes responses to several unrelated proper-
ties, mixed selectivity concerns neurons responding to combinations of task variables. Its pro-
posed advantage concerns the dimension of population activity across task conditions, rather
than the number of recoverable features in a fixed-width representation. Rigotti et al. (2013)
show how nonlinear mixing increases this activity dimension and supports linear classification.
Their prefrontal-neuron measurements reach the maximum estimated dimension after enlarg-
ing the population by resampling; a simulated pure-selectivity population with matched noise
remains below that maximum.

Recovering the constituent stimuli is a different task from classifying combinations of them.
Orhan and Ma (2015) study this recovery through unbiased estimators and optimal linear
estimators. In their averaging-type mixing model, nonnegative symmetric mixing weights
reduce recovery accuracy under additive noise and a large-population approximation. With
independent neurons, the cost is characterized by overlap between population derivative profiles
for the two stimuli. Their numerical comparisons find a larger degradation from mixing than
from halving neural gain or doubling the Fano factor.

The derivative-profile overlap resembles the cross-talk term in Equation (5), but the mod-
els impose different conditions. These population-coding analyses assign every task variable a
value on each trial and mix tuning curves over stimulus space. The sparse toy models instead
mix feature directions in activation space and use thresholding to suppress interference (Sec-
tion 3.3). A negatively biased ReLU is outside the unbiased and linear estimator classes studied
by Orhan and Ma (2015), whose nonnegative mixing constraint also differs from unrestricted
feature directions.

These differences allow increased activity dimension and reduced constituent-recovery ac-
curacy to coexist. Orhan and Ma (2015) suggest in their discussion that mixing may suit a
task requiring a function of the stimuli rather than the stimuli separately. This is their in-
terpretation, not a derived recovery benefit. The appropriate comparison with superposition
therefore specifies the feature statistics, permitted readout, and target computation, rather
than treating every neuron with multiple responses as the same phenomenon.

The Linear Representation Hypothesis Polysemanticity and mixed selectivity describe
neuron responses, whereas the linear representation hypothesis (LRH) concerns the format in
which a concept is represented. Under Definition 2.3, a direction carries the concept and a
coefficient gives its intensity (Park et al., 2024). Superposition in this survey presupposes that
format for the features under study, then asks whether overlapping directions permit their
recovery. The packing degree separately measures how many such features are recoverable per
dimension. The claims are compatible but are not logically independent.

The LRH permits d < m concepts with mutually orthogonal directions, so it does not
imply nonorthogonality or above-width recoverability. A nonlinear concept falls outside the
assumed format rather than furnishing a converse example of superposition without the LRH.
Accordingly, evidence from probes or steering can support a linear representation without
establishing superposition. Sharkey et al. (2025) distinguish the weak claim that some concepts
are linear from the strong claim that every concept is linear, reporting counterexamples to the
latter in some models. Superposition claims about specified linear features need the weak
claim, rather than a statement covering every concept in a network.
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Classical Sparse Coding For representations in this linear format, sparse coding models
each datum as a sparse combination of dictionary atoms (Olshausen and Field, 1996). Super-
position applies this representation to network activations, with the columns of W carrying
features and downstream layers recovering or computing with them. The interpretation of
a fitted dictionary consequently changes. Besides reconstructing data, a dictionary fitted to
activations is used to estimate an unknown feature representation inside a trained model. This
additional identification claim requires the recovery conditions examined in Section 4.5.

An earlier application already connects sparse coding to internal representations. Arora
et al. (2018) prove under a generative text model that a polysemous word embedding is ap-
proximately a frequency-weighted sum of sense vectors, which they recover by sparse coding.
The decomposition concerns raw word vectors; estimating a sense vector from its contexts also
requires a covariance-derived linear map, which the authors find differs from the identity in
practice.  The toy-model literature examined in Sections 3 to 5 develops related questions
about interference, when sharing lowers risk, and the cost of computing new features from
shared directions.

6.2 Superposition as Explanation

These distinctions separate an observed pattern from a proposed explanation based on shared
feature directions. The remaining explanations concern model loss, adversarial behavior, and
similarity between representations. Their evidence ranges from results under known feature
models to measurements made through proxies in trained networks.

Neural Scaling Laws The scaling analysis in Section 4.6 connects a toy model to loss-width
measurements on open language models (Liu et al., 2025). Its 1/m prediction uses an isotropy
ansatz for learned directions in the strong-superposition regime and is supported numerically in
the toy model. The trained-model fit treats tokens as atomic features, setting d to vocabulary
size, and uses the language-model head to identify the proposed regime. Intermediate layers
are not measured by that analysis. The fit supports an interpretation of head behavior under
those modeling choices, while the toy-model derivation does not become a theorem about the
trained network.

Adversarial Vulnerability The overlap entering the loss-scaling argument also provides a
potential target for adversarial perturbations. Sparse activity can make typical interference
small even when feature directions overlap. In the toy model of Sections 3.1 and 3.3, a ReLU re-
moves negative contributions and its negative bias suppresses small positive contributions. An
adversarial perturbation can instead activate many overlapping directions with contributions
of the same sign at a target readout. Their sum can exceed the bias despite each perturbation
being small (Gorton and Lewis, 2025).

The toy-model report observes this effect using analytically constructed perturbations
rather than gradient search (Elhage et al., 2022). With perturbation norm bounded by one
tenth of average input norm, vulnerability increases by more than 3x as superposition forms.
The construction isolates a mechanism in known feature space. To connect that mechanism
to attacks in input space, Stevinson et al. (2026) analyze a linear bottleneck followed by a
classification head, whose readout directions are directly available from the weights.
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Result 6.1 (Optimal perturbations align with interference (Stevinson et al., 2026)). Let
inputs x € R%n be embedded linearly as h = Ex with E € R™*%n and let the scores of d
classes be read out as z; = (w;, h). The readout directions w; € R™ define the class scores.
Fiz > 0 and write g = ET (w, — wp). Among input perturbations with ||6]|y < n:

1. if g # 0, the perturbation mazimizing the margin zq — zp i

ET(wa - wb)

& = ,
|ET (we — wp)ll

the pullback to input space of the difference of the two readout directions. If g = 0,
every admissible perturbation gives the same margin;

2. two models whose embeddings and readout directions differ by a single orthogonal trans-
form of R™ have the same g and the same maximizing perturbations. Thus the attack
depends on the geometry of the code rather than on the basis in which the weights are
written.

Does not establish. The result concerns a linear embedding, readout, and pairwise margin.
Its attack formula alone does not establish superposition as the source of vulnerability. The
paper’s deep-network analysis measures correlations between input-space attack profiles and
head interference, rather than applying the proposition to recovered intermediate features. The
authors interpret their controlled evidence as supporting sufficiency in the studied capacity-
constrained settings, while leaving necessity and models without a capacity constraint open.

The synthetic experiments connect the optimal perturbation to interference between classes.
The trained embedding is observed to align each class’s input directions with its readout di-
rection. Given that alignment, a coordinate’s contribution to 6* is proportional to the corre-
sponding class direction’s overlap with w, — wy. Directions associated with classes other than
the source and target can then participate in the attack.

Stevinson et al. (2026) test this interpretation with three synthetic controls. Gradient at-
tacks align with 6* at cosine 0.92 to 0.97. Transfer between independently trained models
tracks Gram-matrix similarity, rising from 5% to 98% as input correlations constrain the ge-
ometry. At m = d, the learned directions become orthogonal and successful attacks fall to
zero in 1000 attempts. The last control changes the width relative to the class count; it tests
the proposed mechanism rather than supplying an orthogonal representation for a fixed-width
model with more features than dimensions.

Deep-network observations provide a more indirect comparison. On CIFAR-10 vision trans-
formers, Stevinson et al. (2026) find stronger correlations between attack and interference
profiles as the bottleneck tightens. Corruption robustness follows clean accuracy, while adver-
sarial robustness remains low and approximately flat. The different trends help distinguish
adversarial behavior from a general loss of predictive capacity, while retaining the head-based
definition of features used in the measurement.

A broader interpretation is proposed by Gorton and Lewis (2025), whose workshop-track
preprint argues that superposition may be a primary cause of adversarial examples. In toy
models, their norm-based features-per-dimension proxy correlates with vulnerability at r ~
0.99 and decreases under adversarial training. Their ResNet18 evidence uses a different proxy:
more robust models have lower SAE reconstruction error at fixed sparsity.  The untested
confounds of that recovery-based proxy limit the connection to feature count and interference.
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Bereska et al. (2025) obtain a different response to adversarial training with an entropy-
based feature count. They exponentiate the Shannon entropy of activation magnitudes across
SAE latents and find that this effective count can increase as robustness improves. Their in-
terpretation depends on task complexity relative to network capacity, rather than a universal
reduction in feature count. The two proxy measurements therefore leave a narrower conclu-
sion intact: controlled examples link shared directions to vulnerability, while the necessity or
prevalence of that mechanism in general deep networks remains unresolved.

Representation-Similarity Metrics Beyond explaining the behavior of one network,
shared-direction geometry can affect comparisons between networks. Two networks may
carry the same feature vector through different encoders, h = W f and b’ = W’f. Liu et al.
(2026) analyze representational similarity analysis, linear centered kernel alignment, and
linear regression on these activations. Under their asymptotic assumptions and zero-mean,
identity-covariance features, the metrics depend on W'TW and W/'TW’. Networks with
identical feature content can consequently appear less similar than networks sharing a subset
of features.

This dependence motivates comparing recovered features instead of raw activations. Liu
et al. (2026) construct a supervised TopK autoencoder that inverts a compressed-sensing prob-
lem made solvable by construction. Alignment is restored in its latents while raw-activation
alignment remains low. Unsupervised autoencoders and pretrained vision and language autoen-
coders give the weaker empirical finding that latent alignment exceeds raw-activation alignment.
This comparison inherits the quality of feature recovery. Higher latent alignment in a trained
model does not by itself establish that the recovered coordinates faithfully identify its features
(Section 9).

6.3 Superposition as Resource Allocation

Activation Width and Precision Beyond these explanations of network behavior, effi-
ciency claims require specifying which resource a representation saves. The recovery gains
examined earlier concern the number of sparse features represented at a specified activation
width. Precision remains a separate constraint. A width-m activation in [—R, R]™ read at gran-
ularity 0 distinguishes at most (1+2R/§)"™ states under the counting convention of Section 3.5.
Rearranging feature directions does not increase that count.

Sparsity reduces the number of feature configurations that need to be distinguished. Among
d features with k active, the support takes (Z) possible values, requiring on the order of
klogy(d/k) bits to specify in the sparse regime. Active magnitudes require additional precision.
The compressed-sensing rate m = O(klog(d/k)) in Section 4.4 has the same combinatorial form
for an appropriate dictionary and sparse-optimization decoder, but counts dimensions rather
than bits. This connection explains why sparse support matters without equating activation
width with unrestricted information capacity.

Allocation Across Features The capacity quantities in Definition 3.4 describe how features
share that width. For nonzero columns, ) . C; < rank(W) < m; a dropped feature with
w; = 0 is outside this bound’s stated hypothesis. In the quadratic toy model, fourth moments
above the Gaussian value allow an intermediate importance band with fractional capacity,
between dedicated features with C; = 1 and dropped features. Below the Gaussian value,
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that intermediate band disappears (Scherlis et al., 2022). Section 4.1 develops this allocation
result; its implication here is that architecture width does not specify which features receive
that width.

The entropy-based count of Bereska et al. (2025) attempts a related measurement in trained
networks, reporting effective features per neuron. Under adversarial training, their simple
tasks with ample capacity allow feature expansion, termed abundance, while complex tasks
or restricted capacity produce feature reduction, termed scarcity. = This operational count
depends on fitted SAE latents and is distinct from the toy-model capacities C;. Interpreting it
as allocation by the trained model requires accounting for the recovery artifacts of Section 9.

Neurons and Arithmetic Activation width does not uniquely determine the arithmetic
performed by an architecture. The toy-model report observes that dense architectures evaluate
every neuron, while conditional computation can activate a subset (Elhage et al., 2022). In
the idealized limit where cost counts active neurons alone, a polysemantic neuron could be
replaced by dedicated feature neurons at the same arithmetic cost. The report argues that
eliminating interference this way might make superposition less favorable, and predicts less
superposition in mixture-of-experts models.

The report’s preliminary comparison of loss reduction per activation frequency suggests
superposition asymptotically matching dedicated dimensions, but supplies neither a protocol
nor numerical results. We did not identify a direct empirical test of its mixture-of-experts
prediction. A related architectural intervention is studied by Kong et al. (2026), who split
neurons into sparser sub-neurons at fixed nonzero parameter count. On symbolic Boolean
tasks, this lowers polysemanticity metrics and improves accuracy, with the largest gains at high
polysemantic load. The same widening improves classifiers on CLIP embeddings, convolutional
networks, and deeper multilayer networks.

Kong et al. (2026) attribute these gains to fewer feature collisions, while finding that random
splits approximate the improvement. Their intervention changes architecture and parameter
sparsity, rather than directly testing the mixture-of-experts prediction. Together, the proposal
and the measured intervention motivate distinguishing feature sparsity from the neuron sparsity
that determines which computations run on each input.

Width and Parameters A narrow representation can still require a large explicit readout.
In Definition 4.1, width m = C:)E(k:Q) permits one linear map to recover every k-sparse f
to £ error . The dependence on d is logarithmic, supporting d = exp(0©(m/k?)) feature
readouts, but storing those readouts uses md parameters. Thus the representation width and
the parameter count of the recovery map measure different costs.

Computing new features introduces a further cost in the families of Definition 5.1. A
universal parameter-driven architecture that realizes every ordering of d’ selected AND outputs
to the specified accuracy on U requires Q(d’ log d’) parameter bits in the worst case. The same
counting argument covers permutations. For the error-tolerant result, U and the robust subset
of functions are those defined in Definition 5.1; neither quantifier extends automatically to the
full sparse-input or function family. Under a constant number of m x m layers with O(1) bits
per parameter, the requirement implies m = Q(y/d"log d’). It bounds family expressivity while
leaving specialized computations and other tasks to be analyzed separately.
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6.4 Scope of Further Benefit Claims

The resource distinctions above also limit broader efficiency claims. A lower reconstruction risk
at fixed width concerns the chosen feature law, decoder, and reference representation. The opti-
mized superposition benefit S in Definition 2.6 fixes those choices; an illustrative fixed-decoder
comparison or an observed training phase does not automatically measure that optimized dif-
ference. Similarly, a loss advantage alone does not certify computation in superposition, as
the dispute in Section 5.4 illustrates (Bhagat et al., 2026; Ferreira da Silva and Heimersheim,
2026).

Training dynamics provide a separate, narrowly tested benefit. In a teacher-student model,
Chen et al. (2026) report a fitted power-law loss-decay exponent up to ten times the sequential-
learning value obtained without a superposition bottleneck. The bottleneck produces a com-
mon fitted exponent across the tested settings, which their linear-regime analysis does not
explain. This observation concerns training dynamics in the constructed model; comparable
acceleration in trained language models has not been established.

General improvements in generalization, sample efficiency, out-of-distribution behavior, pa-
rameter efficiency, or inference-time arithmetic remain unsupported by a general result in the
surveyed literature. Robustness also depends on the setting and measurement, as the adver-
sarial studies above show. A benefit claim therefore needs its target performance measure and
constrained resource stated together with the feature distribution, tolerance, and decoder. In
a trained model, evaluating these choices starts with estimating the features themselves.

6.5 Superposition as a Premise for Feature Recovery

Recovering more than m feature directions requires a decomposition with more than m compo-
nents. Conventional principal-component, factor, and independent-component analyses return
at most m directions, motivating overcomplete dictionaries for superposed activations. Sharkey
et al. (2025) use this motivation within a decomposition, description, and validation procedure,
while Shu et al. (2025) review the resulting SAE methods and evaluations. The additional dic-
tionary width supplies candidate directions; it does not establish that they are the trained
model’s features.

Establishing feature identity requires assumptions connecting the dictionary to its generat-
ing representation. Klindt et al. (2026) relate this problem to sparse coding and compressed-
sensing inversion. They also note that the linear identifiability theorem they discuss assumes
equal latent and representation dimensions, excluding the overcomplete setting of superposi-
tion. Recovery guarantees for the relevant feature law and inference method therefore need to
be checked separately, as in Section 4.5.

These recovery conditions first require a choice of feature format: a sparse activation dictio-
nary uses linear, one-dimensional atoms. A direction with a scalar coefficient fits that format,
while a curved feature need not. Engels et al. (2025a) report day, month, and year representa-
tions with circular geometry in two-dimensional subspaces. Patching these subspaces changes
answers on two templatic tasks. This supplies causal-use evidence (L5 in Section 2.5) for the
tested intervention, without identifying every underlying feature. A circle can also arise from
correlated one-dimensional features compressed into a layer, leaving that interpretation con-
tested (Section 3.6). The counting-task report adds a curved low-dimensional representation
that dictionary atoms discretize (Gurnee et al., 2026a).

The remaining assumptions concern sparsity, identifiability, and layer coverage. A sparse
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coefficient model needs a sparsity regime appropriate to its recovery conditions (Cui et al.,
2025). Accurate recovered values do not by themselves identify the generating directions
(Section 4.5), and a per-layer dictionary observes a feature’s representation at that layer rather
than its possible development across layers. These requirements determine which feature claims
a fitted dictionary can support.

An SAE can still return a reconstruction when the target features violate these assumptions.
The resulting latents may split, absorb other properties, or vary across fits, among the failures
examined in Section 9. Sharkey et al. (2025) accordingly question whether the assumptions
behind sparse dictionary learning are fundamentally valid or pragmatically useful. Testing
them requires both a recovery method and an evaluation matched to its target. We next exam-
ine how probes, dictionaries, functional replacements, and parameter decompositions estimate
features or computations from trained networks (Section 7), before assessing their evidence in
Section 8.

Takeaway Message of Section 6. Polysemantic responses and linear feature format
leave superposition’s nonorthogonality and recoverability requirements untested. Shared
directions can affect attacks and similarity measurements, but trained-model conclusions
depend on the measured features and controls. Efficiency claims need a specified resource;
narrow activations alone establish neither cheap computation nor faster training. Recov-
ering the unknown features adds assumptions about their format, sparsity, identifiability,
and layer coverage, which the practical methods and their evaluations need to examine.

7 Recovering Superposed Features

The recovery assumptions in Section 6.5 concern feature directions and values, but these quan-
tities are unknown in a trained network. Recovery methods estimate them from activations
or trained weights. We organize these methods by their target, since recovering a specified
property, describing an activation, and replacing a computation require different objectives
and evaluations.

Supervised probes test properties specified in advance, while unsupervised dictionaries
estimate directions whose sparse combinations reconstruct activations. Functional-replacement
methods extend this reconstruction objective to a sublayer’s input-output function. Parameter-
space methods instead decompose trained weights into components that participate in different
computations. The activation site further limits each analysis, since a feature may develop
across layers. Comparing these method families therefore requires specifying both the target
and the states available for estimating it.
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Summary: Recovering Superposed Features

e Supervised probes test whether a named property is accessible from activations.
Supervised dictionaries add task-specific causal tests when suitable counterfactuals are
known.

e Sparse autoencoders estimate a dictionary of directions without predefined labels.
Their variants change amplitude estimation, sparsity control, hierarchical reconstruc-
tion, or the behavioral objective, with overlapping effects on the learned latents.

¢ Functional replacement approximates sublayer computations with sparse surrogates.
Attribution graphs retain reconstruction errors as nodes to account for omitted compu-
tation.

e« Parameter decomposition seeks sparsely used components of trained weights. Its
empirical demonstrations remain smaller than those of activation dictionaries.

¢ Cross-layer methods account for directions that persist or develop across layers. A
dictionary fitted at one site measures the representation available at that site.

7.1 Supervised Probes and Mean-Difference Dictionaries

Linear Probes A named property can be tested by predicting its value from the model’s
activations. Given labeled pairs (h(z), pj(x)), a linear probe fits an affine map from h(x)
to the chosen property pj(z). This tests recoverability for that property within ¥y, as in
Definition 2.1. The idealized case in which a linear map reads all features together has the
width requirements of Section 4.3.

Successful prediction supports representation or accessibility (L1 or L2 in Section 2.5);
causal use requires an intervention. This distinction matters because randomly initialized
networks already make broad families of input functions linearly readable (Section 5.5). A
probe can therefore predict a property that the trained computation does not use.

Sparse Probing A dense probe can combine correlates spread across all m coordinates,
leaving the property’s localization unresolved. To test localization in the neuron basis, Gurnee
et al. (2023) restrict the probe to at most ¢ coordinates and reduce gq. Their experiments
cover the Pythia family and more than one hundred binary properties. In middle layers,
individual neurons detect contexts such as French text or program code, and ablations test
their contribution to behavior. Ablating one French-text neuron increases loss by 8% in a
70M-parameter model and 0.2% in a 6.9B-parameter model. The smaller ablation effect limits
how much causal importance can be inferred from single-neuron detection in the larger model.

Early layers give a different form of localization. Individual neurons distinguish a target
compound word from bigrams sharing one of its tokens while also responding to unrelated
n-grams. For one compound, a sum of three neurons separates the target almost perfectly
from the other observed token combinations. The authors interpret this pattern as evidence
of superposition in a trained language model. They also distinguish this interpretation
from demonstrating more features than neurons, which their study does not attempt. The
co-occurrence test excludes a union of neuron-aligned features but leaves a conjunction of finer
features possible, so a recoverable count above the width remains untested.
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Class-conditional Mean Dictionaries Prior circuit analysis can supply enough named
properties to construct a dictionary rather than one probe. For each value v of a property
pj, Makelov et al. (2025) use the offset E[h | p; = v] — E[h] as its direction. An activation is
then reconstructed by adding one offset per attribute to the overall mean. On indirect-object
identification (IOI) in GPT-2 small, the task attributes are known from earlier circuit analysis,
making their dictionary a supervised reference for evaluating unsupervised recovery.

The reference passes three causal tests. Sufficiency tests whether reconstruction preserves
task behavior, while necessity tests whether removing the dictionary’s component removes that
behavior relative to mean ablation. Sparse control tests whether editing two latents reproduces
the effect of patching a counterfactual activation. Task-specific TopK and Gated autoencoders
approach this supervised reference on the same tests, whereas autoencoders trained on the
full pretraining distribution perform worse on every test. The authors attribute the gap to
the closer match between 101 data and the task, but they also report a wider hyperparameter
search for the task-specific autoencoders. The more costly full-distribution runs received less
tuning, leaving that comparison partly confounded.

The supervised reference covers the attributes supplied in advance. The offsets measure
differences in conditional means; properties distinguished only by higher moments can be
missed. Discovering features beyond that specified list requires a different objective.

7.2 Unsupervised Dictionary Learning

The Sparse Autoencoder Unsupervised dictionary learning seeks directions without a
predefined property list. A superposed layer may carry d > m features, so a decomposition
limited to m directions has too few components to assign one to each feature. This motivates
an overcomplete dictionary rather than the at-most-m-component decompositions of principal-
component, factor, or conventional independent-component analysis (Section 6.5). A sparse
autoencoder (SAE) learns such a dictionary by reconstructing activations from a wider hidden
layer with sparse activity (Bricken et al., 2023; Cunningham et al., 2024). In our notation, it
learns X

2(h) = o(Uh+b) € RY,  h = Dz(h)+c, (11)
Here h € R™ is an activation collected at the chosen layer and site. The learned map U € Rxm
and bias b € R? produce latent coefficients z(h) through o, while the unit-norm columns D; of
D € R™*4 supply reconstruction directions in the original activation space. The bias ¢ € R™
gives the reconstruction offset. Training combines ||h—i1|]§ with a sparsity penalty or constraint
on z. The chosen dictionary width d>misa hyperparameter, distinct from the unknown
number d of features.

The two maps in Equation (11) have different relations to the theory. Dictionary columns
D, are candidate estimates of feature directions w;, whose identification (L3) requires the
conditions discussed in Section 4.5. The coefficient map h +— z(h) performs feature recovery
and is therefore a decoder in the terminology of Equation (3). ReLU and JumpReLU place
this map in Wj;,4; TopK instead couples coordinates by selecting the largest pre-activations
and falls outside that coordinatewise class (Gao et al., 2025).

The restricted coefficient map is intended to resemble operations available to the model.
Rajamanoharan et al. (2024a), following the report by Bricken et al. (2023), argue that a
representation requiring an iterative sparse solver might exceed what a linear map followed by
a pointwise nonlinearity can use. They leave this argument’s empirical test open. We follow
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Lieberum et al. (2024) in calling the coordinates z; latents, since their identification with the
model’s features is what recovery seeks to establish.

Objectives and Architectural Choices The RelLU encoder with an ¢; penalty produced
interpretable latents in language models, but its objective couples the decision to activate a
latent with the magnitude used in reconstruction. Subsequent designs change this coupling
and the control of sparsity. Other designs require reconstruction at several dictionary widths
or optimize the effect on model behavior. These choices interact, as the comparison in Table 5
shows; the dedicated survey of Shu et al. (2025) provides further architectural detail.

Gated Sparse Autoencoder (Gated SAE) (Rajamanoharan et al., 2024a) The ¢,
penalty rewards smaller latent magnitudes even when their firing pattern stays unchanged.
Training can reduce that penalty by accepting additional reconstruction error, biasing magni-
tudes downward. The Gated SAE separates the firing decision from magnitude estimation and
applies the penalty to the firing path. This removes aggregate reconstruction bias in the main
settings studied by Rajamanoharan et al. (2024a).

The improvement extends beyond that bias correction. An ablation attributes a small
part of the fidelity gain to removing shrinkage alone, with most of the gain associated with
better learned directions. At many sites, compute-matched Gated SAEs use about half the Lg
at matched fidelity. Their blinded human evaluation finds comparable interpretability to the
baseline, so the reconstruction improvement does not establish more interpretable latents.

TopK Sparse Autoencoder with Auxiliary Loss (TopK) (Gao et al., 2025) The
firing-path penalty still controls sparsity indirectly. TopK replaces this penalty-based selection
with an order statistic, retaining the largest pre-activations on each example. The active count
becomes a direct training choice, while all coordinates participate in determining which latents
survive the threshold.

A separate training difficulty arises when latents stop firing and receive little opportunity
to learn. Gao et al. (2025) add an auxiliary loss that trains dead latents on the reconstruction
residual and initialize the encoder as the dictionary’s transpose. Without mitigation, the dead
fraction reaches 90% at large widths; the combined recipe holds it to 7% at 16 million latents on
GPT-4 activations. This measures dictionary utilization, while identifying the active latents
with model features requires further evaluation.

BatchTopK Sparse Autoencoder (BatchTopK) (Bussmann et al., 2024) A fixed
active count allocates equal sparsity to examples that may contain different amounts of struc-
ture. BatchTopK moves selection to the batch, controlling the average count while allowing
individual examples to use different numbers of latents. Its batch-level threshold retains the
order-statistic coupling of TopK but changes where the sparsity constraint applies.

JumpReLU Sparse Autoencoder (JumpReLU) (Rajamanoharan et al., 2024b) Co-
ordinatewise thresholding permits variable activity without deriving each threshold from other
latents in an example or batch. JumpReLU uses op(t) = 1[t > 0] ReLU(t), with a learned
threshold for each latent, and optimizes an Ly penalty through straight-through estimators. A
penalty coefficient still tunes the resulting sparsity level (Rajamanoharan et al., 2024b). This
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design also connects to the Gated SAE: the weight-tied Gated encoder is a JumpReL.U encoder
with thresholds determined by its biases and learned per-latent rescaling (Rajamanoharan et al.,
2024a).

Matryoshka Sparse Autoencoder (Matryoshka SAE) (Bussmann et al., 2025) Con-
trolling sparsity also changes how related properties share latents. Representing a conjunction
with one latent costs fewer active latents than representing its two properties separately. A spe-
cific latent can then replace a general latent in some contexts, producing absorption (Chanin
et al., 2025b). Related effects split a general concept into narrower variants or combine inde-
pendently varying properties into one latent (Bussmann et al., 2025).

Matryoshka SAEs retain BatchTopK selection and train nested dictionary prefixes to re-
construct independently. The early prefixes consequently receive a reconstruction objective
that later specialist latents cannot satisfy on their behalf. On Gemma-2-2B, this reduces
first-letter absorption from 0.49 to 0.05 at matched sparsity, with two percentage points less
explained variance (Bussmann et al., 2025). Matryoshka is also the exception to worsening
absorption with width in SAEBench (Karvonen et al., 2025). These improvements concern
the tested first-letter properties; the board-game experiments with known ground truth do not
distinguish Matryoshka from the other architectures (Bussmann et al., 2025).

End-to-End Sparse Dictionary Learning (e2e SAE) (Braun et al., 2024) The pre-
ceding designs retain activation reconstruction as their target. Squared reconstruction error
weights a direction by its activation variance, which can differ from its effect on model be-
havior. End-to-end dictionary learning instead replaces the activation at the chosen site by
its SAE reconstruction and minimizes the KL divergence between the original model’s output
distribution and the distribution after that replacement, optionally with downstream activation-
reconstruction terms.

This behavioral objective changes which directions receive latents. In a case study, the local
SAE assigns 593 latents to a cluster around a high-variance direction, while the end-to-end
variant with downstream reconstruction assigns two. Resample ablation of that direction after
the first token barely changes the output (Braun et al., 2024). The same study reports less than
45% of the baseline loss increase at matched Lo, but output-divergence training alone gives
different latents across seeds and different computation routes. Behavioral preservation thus
needs its own checks of latent stability and computational faithfulness, developed in Sections 8
and 9.

Identification and Scale Improved reconstruction and sparsity do not establish that a
learned dictionary equals its generating dictionary. The analyses in Section 4.5 derive recovery
conditions for specified objectives and distributions. Within their settings, Tang et al. (2026)
derive absorption and dead latents from the geometry of the solution set, while Cui et al. (2025)
find recovery restricted to a narrow sparsity regime. The former is a preprint and the latter is
refereed; their conditions do not supply a uniform identification guarantee for the architectures
in Table 5.

Empirical comparisons also depend on the training and evaluation protocol. Gated and
TopK comparisons differ in width matching, fidelity metric, and dead-latent mitigation, with
conflicting dead-latent observations (Gao et al., 2025; Rajamanoharan et al., 2024a). Gated and
end-to-end training each report roughly a factor-of-two sparsity improvement over a ReLLU-/;
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Table 5: Sparse-autoencoder designs and their evaluated effects. The choices of coefficient esti-
mation, sparsity control, hierarchy, and training target can interact. Reported improvements
apply to the stated objectives and evaluations; identification of model features requires the

additional conditions of Section 4.5.

Variant Change to Difficulty Demonstrated effect Scope
Equation (11) addressed
ReLU, ¢4 o = ReLU; penalty the original recipe  interpretable latents its own penalty

(Bricken et al.,
2023;
Cunningham
et al., 2024)
Gated (Raja-
manoharan

et al., 2024a)

TopK with
auxiliary loss
(Gao et al,,
2025)

JumpReLLU
(Lieberum

et al., 2024,
Rajamanoha-
ran et al.,
2024b)

BatchTopK;
Matryoshka
(Bussmann
et al., 2024,
2025)

End-to-end
(Braun et al.,
2024)

111y

separate firing and
magnitude paths; {1 on
the firing path only

keep the largest
pre-activations; dead
latents fit the residual

per-latent learned
threshold; direct Lo
objective via
straight-through
estimators

batch-level threshold;
nested dictionary
prefixes, each
reconstructing alone

reconstruction replaced
by KL divergence of
spliced outputs,
optionally plus
downstream-activation
error

shrinkage: the
penalty also
rewards scaling
magnitudes down

dead latents (up
to 90%
unmitigated);
indirect sparsity
control

thresholding
without batch
coupling

absorption,
splitting,
composition

reconstruction
rewards variance
the model never
uses

on real models

removes aggregate
magnitude bias;
improves the
sparsity-fidelity
trade-off in
compute-matched
comparisons

7% dead at 16M
latents; sparsity set
directly

basis of the open
Gemma Scope suite; a
weight-tied Gated
encoder has this form
with bias-determined
thresholds and
per-latent rescaling

reduces first-letter
absorption at matched
sparsity; avoids
worsening absorption
with width in the
SAEBench comparison

reduces loss increase at
matched Lo and
allocates fewer latents
to a high-variance
direction whose
resample ablation after
the first token barely
changes output

produces the
artifacts below

blinded human
interpretabil-
ity comparison
is null; ranking
against TopK
is protocol-
dependent

couples latents
through an or-
der statistic;
dense, principal-
component-like
solutions as the
active count ap-
proaches m

the release it-
self reports no
ground-truth or
causal validation

the nesting is

a researcher-
imposed hier-
archy prior; no
differentiation on
board-game mod-
els with known
ground truth

the pure variant
is seed-unstable
and routes com-
putation differ-
ently; latent mag-
nitudes shrink
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baseline through different modifications, but a matched comparison or a test of their combined
gains is absent (Braun et al., 2024; Rajamanoharan et al., 2024a). Section 8 examines the
controls, metric reliability, and residual-error measurements needed to interpret these compar-
isons.

The scale of available dictionaries makes these evaluations practically consequential.
Gemma Scope supplies more than 400 autoencoders across every layer and three sites per layer
of Gemma 2 2B and 9B, plus selected layers of 27B (Lieberum et al., 2024). Other studies
train 16 million latents on GPT-4 activations (Gao et al., 2025); a 34-million-latent dictionary
for Claude 3 Sonnet has roughly 12 million live latents (Gao et al., 2025; Templeton et al.,
2024). These widths specify fitted dictionaries, rather than feature counts. The Gemma Scope
release explicitly notes that many latents likely overlap and that 30 million latents would not
establish 30 million features.

7.3 Functional-Replacement Methods

From Reconstruction to Substitution Activation dictionaries estimate a representation,
but tracing computation also requires the transformations between representations. Through
an MLP, latent-to-latent attribution depends on the MLP nonlinearity and the input at which
it is evaluated. A transcoder approximates the MLP’s input-output function with a sparse
model to make these connections simpler to compute (Dunefsky et al., 2024).

The transcoder changes the reconstruction target in Equation (11) from the input activation
to the sublayer’s output. Its encoder row and dictionary column consequently occupy the input
and output spaces, respectively. This allows part of the direct residual-path attribution to be
computed from the surrogate weights, as expressed in the following result.

Result 7.1 (Latent-to-latent attributions through transcoders factorize (Dunefsky et al.,
2024)). Consider a model whose sublayers add their outputs to a shared residual stream,
and replace each MLP sublayer ¢%¥) by a trained transcoder TC(e)(h) =D®O ReLU(U(Z)h +
O

b(e)) + . The decoder bias ¢9 is constant and plays no role in what follows. Write z;
for the activation of latent i at layer £, Dlm for its dictionary column, and uz(»,m for the
encoder row of latent i at a later layer ¢/ > €. If latent i’ is active on the input at hand,

the direct residual-path contribution of latent i to the pre-activation of latent i’ is
Y4 4 4
20 (DY, o),

where the first factor depends on the input and the second is computable from the weights
alone. The factorization holds because the residual stream adds sublayer outputs linearly
and the transcoder is linear in its latents above threshold. For an autoencoder at the same
site the corresponding path passes through the MLP’s own nonlinearity, and both factors
depend on the input.

Does not establish. The input-invariant factor is a property of the surrogate, and it equals a
property of the model only to the extent that TCO ~ g9 no bound on the approximation error
is propagated into the attributions. The statement conditions on latent ' already being active
and drops its threshold, so it does not establish that latent ¢ makes latent ¢ fire. Attention
patterns are treated as constants throughout, so how attention was routed lies outside what
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the result covers.

The factorization simplifies attribution within the surrogate, while its usefulness also de-
pends on approximation quality. Published sparsity-fidelity comparisons with same-site autoen-
coders give different rankings. Dunefsky et al. (2024) report transcoders matching or beating
SAEs on GPT-2-small and two Pythia models, and they report the gap widening at scale. By
contrast, the Gemma Scope release reports transcoders strictly worse than MLP-output SAEs
across six layers of Gemma 2 2B (Lieberum et al., 2024). Tuning of the training recipe on
one’s own method is a confound that Dunefsky et al. (2024) declare on their side and that the
Gemma Scope release lists among its candidate explanations for the disagreement.

Circuits from Dictionaries To connect local attributions to task behavior, Marks et al.
(2025) insert SAE latents into the computation graph and estimate the effects of intervening
on them. They estimate the indirect effect of every node on a task metric in parallel by
linearized interventions and threshold the effects into a sparse graph. The graphs are then
scored by faithfulness and completeness under mean ablation. The SAE reconstruction error
enters as an additional node, retaining the contribution omitted by the latents. On subject-
verb agreement tasks, circuits of roughly 100 latent nodes in Pythia-70M explain a majority
of task behavior, while roughly 1,500 neurons are needed to explain half of that behavior.
However, the circuits the authors actually interpret are smaller and sit at faithfulness 0.21.
Removing the residual-stream error nodes severely disrupts the model, so the interpretable
part of the circuit depends on an uninterpreted remainder. The same latent circuits support
a demonstrated editing application, which Section 10 takes up with the other applications.

Dictionaries Across Layers A feature that persists across layers can be relearned sepa-
rately by every per-layer dictionary. To avoid this repetition, Lindsey et al. (2024) propose
a crosscoder whose latents read from and write to several layers. The acausal variant reads
from and writes to every covered layer. Weakly causal and strictly causal variants read at one
layer and write to that layer and the later ones. On an 18-layer model, the acausal crosscoder
reaches a lower loss than per-layer autoencoders at a matched total number of latents. At
large compute, however, it needs about twice the training FLOPs to reach the same loss.

The cross-layer transcoder combines surrogate computation with cross-layer dictionaries.
Its latents read the residual stream at one layer and reconstruct the MLP outputs at that
layer and every later one. A local replacement model built from these transcoders freezes the
attention patterns and the normalization denominators. It carries the approximation residual
in an error node at each token position and layer, and it supports attribution graphs over
the latents. On a fixed prompt the replacement model reproduces the original model exactly,
because those error nodes absorb whatever the transcoders fail to capture (Ameisen et al.,
2025). The report compares these graphs with per-layer transcoders through replacement and
completeness scores, which Section 8.7 defines and reports. Attention routing remains outside
the explanation because the replacement fixes the attention patterns, a limitation the report
states explicitly.

Representing computation through individual transcoder latents can produce a very fine
decomposition. In the addition example of Lindsey et al. (2025a), each sum has its own
lookup-table latent. The authors instead propose a sparse mixture of linear transforms for
the computation. Each transform applies a low-rank linear map to the residual stream and is
active on a sparse set of inputs. These transforms have no feature directions of their own and
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are intended to be paired with a separate representation decomposition. The authors describe
the method as preliminary and still under development.

7.4 Parameter-Space Decomposition

Motivation Activation-space replacement still relies on connections between recovered direc-
tions. Parameter decomposition addresses a difficulty in interpreting those connections when
directions overlap. The wvirtual weight between an upstream and a downstream feature is the
scalar obtained by reading the weight matrix through their two directions. The report by
Olah et al. (2025) argues that superposition contaminates that scalar. Under superposition,
other features’ directions overlap with those two directions (clause 1 of Definition 2.1), so the
scalar picks up a contribution from every overlapping feature in proportion to the overlap. An
observed weight-space connection between superposed features then mixes the intended circuit
connection with directional interference.

In toy models, Olah et al. (2025) demonstrate this mixture and match the resulting weight
histograms to those reported for a one-layer language model by Bricken et al. (2023). For one
feature in that language model, the intended connections and interference overlap in magnitude.
A second toy model reproduces this overlap, leaving no magnitude threshold that separates
the two components. The authors label their report low-confidence. This evidence motivates
decomposing weights directly, although the separation between directional interference and
intended circuit connections remains a question for that decomposition.

Decompositions A direct parameter decomposition seeks components that together repro-
duce the trained weights and contribute sparsely to individual inputs. Attribution-based pa-
rameter decomposition (APD) seeks components that sum to the original parameters (faithful-
ness) and are each of low rank (simplicity), with a few of them sufficing on any one input
(minimality). APD recovers ground-truth mechanisms in toy settings, and those settings
include features in superposition and cross-layer distributed representations (Braun et al.,
2025). Stochastic parameter decomposition (SPD) replaces APD’s attribution step with
learned stochastic masks over rank-one subcomponents, which reduces APD’s cost and hy-
perparameter sensitivity. Each subcomponent lies inside one weight matrix, so recovering a
mechanism that spans several ranks or several layers requires grouping subcomponents. The
paper states that the groups are known in its toy settings and leaves an explicit clustering
algorithm to future work (Bushnaq et al., 2025).

Adversarial parameter decomposition (VPD) extends these methods by testing adversari-
ally selected ablations (Bushnaq et al., 2026). The method requires subcomponents marked
unimportant to remain ablatable in any combination, beyond removing all such components
together.

In a four-layer language model of roughly 67 million parameters, VPD decomposes about
28 million non-embedding parameters into 38,912 rank-one subcomponents. Across runs at
0.5, 1, 2 and 4 times the subcomponent count of the main decomposition, the number of
live subcomponents stays flat at roughly 6,500 to 7,000. For the per-layer and cross-layer
transcoders in the same comparison, the number of live latents tracks the dictionary size at
both widths tested (Section 9.1). The authors interpret this stability as reduced splitting
and attribute it to the any-combination requirement. For each input and token position, a
subcomponent with importance g can receive a weight mask anywhere in [g, 1], so a component
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marked unimportant can still be retained. The authors argue that these masks expose narrow
components whose contributions outside their assigned contexts distort the output (Bushnaq
et al., 2026, Sections 2.4 and 3.5).

Beyond the stability of component counts, VPD extends the unit of analysis within at-
tention layers: its subcomponents can span computations across several heads. The report
contrasts this capability with prior analyses that mainly take the head as the unit of analysis.

The any-combination ablation requirement nevertheless remains only partially satisfied in
the trained decomposition. After 320 steps of adversarial optimization, there exist ablations
of subcomponents marked unimportant that change the model’s output drastically (Bushnaq
et al., 2026).

Scope of Parameter Decomposition These demonstrations reach about 10® parameters,
one to three orders of magnitude below the Gemma 2 models with open dictionary suites. Their
motivating separation of circuit logic from directional interference has not been tested against
ground truth with a known interference component. The interference report also questions
the assumption that mechanisms combine linearly in weights and identifies APD as sharing
that assumption (Olah et al., 2025). Parameter decomposition therefore provides a distinct
object of analysis whose scalability and mechanistic interpretation remain under evaluation.
Activation-space methods continue to develop alongside it, including the mixture of linear
transforms in Lindsey et al. (2025a).

7.5 Superposition Across Layers

The Layer as a Unit of Analysis The choice of an activation site or weight matrix also
determines which part of a feature a method can examine. In a residual stream, a written direc-
tion remains in the running sum until a later sublayer adds a cancelling component. Per-layer
dictionaries can consequently learn the same persistent direction repeatedly, which motivates
the crosscoders in Section 7.3 (Lindsey et al., 2024). The circuit-tracing report illustrates this
duplication with a seven-step chain that cross-layer latents replace at the first layer (Ameisen
et al., 2025). Within-layer sparse probing has the same scope restriction, noted by Gurnee
et al. (2023).

Persistence differs from a feature being formed jointly across layers. The crosscoder re-
port finds latents with substantial decoder norms across most layers and directions that drift
between layers. The report regards this gradual formation as consistent with cross-layer super-
position, while also allowing a feature formed earlier and amplified later (Lindsey et al., 2024).
Cross-layer dictionaries and transcoders examine these relationships directly; APD and VPD
also permit parameter components spanning several matrices.

Consequences for the Width Bounds The bounds in Sections 3.2, 3.4 and 4.3 apply to a
specified representation of width m. At a single activation site, m remains the observed width
and the bounds concern recovery from that site. A feature distributed across layers requires
a separately specified joint representation before a multi-layer dimension can replace m. We
did not identify a published capacity bound formulated for that cross-layer setting; Section 11
returns to this question.
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7.6 Comparison of the Families

Table 6 compares the recovered objects and the evidence categories in Section 2.5. Supervised
directions carry a specified meaning but cover the supplied properties. Unsupervised dictio-
naries offer a broader activation decomposition while leaving latent meanings to be evaluated.
Combining the two supplies a reference for the specified properties, as in the causal tests of
Makelov et al. (2025) and the probing analyses of Gurnee et al. (2023).

Functional replacement and parameter decomposition extend the target from representa-
tions to computation. Their interpretation depends on how faithfully the surrogate or selected
parameter components preserve the computation being explained. The resulting directions,
latents, and components therefore need evaluations matched to their intended claims. We
examine the available references and controls in Section 8.

Takeaway Message of Section 7. A probe tests accessibility of a specified property; an
SAE estimates candidate directions from sparse reconstruction. Changing sparsity or fi-
delity changes the estimated dictionary without establishing feature identity. Transcoders
and parameter decompositions extend analysis to computation, where interpretation de-
pends on the faithfulness of the replacement or selected components. The activation site
also limits the representation being examined. These choices determine which reference
and intervention can evaluate the recovered object.
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Table 6: Recovery families compared by target, recovered object, and evaluation needs. The
evidence categories in Section 2.5 identify what a test seeks to establish; belonging to a method
family does not automatically establish a category. Section 8 examines the required references

and controls.

Supervised probes
and dictionaries

Unsupervised
dictionaries

Functional
replacement

Parameter de-
composition

Question
answered

Recovered
object

Evidence

sought

Characteristic
artifacts

Reported cost

Sources

is this named
variable accessible,
at which decoder
class?

one direction (or
offset set) per
named variable

accessibility (L2);
causal use (L5)
tested separately
on templatic tasks

the ontology is
supplied in
advance; dataset
idiosyncrasies read
as features

one supervised fit
per variable

Gurnee et al.
(2023); Makelov
et al. (2025)

what overcomplete
coordinate system
makes activations

sparse?

dictionary of d
directions with
sparse latents

identification (L3),
conditional on a
recovery reference
or the assumptions
of Section 4.5

shrinkage, dead
latents, absorption,
splitting, seed
instability

(Section 9)

hours on small
models; a full open
suite consumed
over 20% of
GPT-3’s training
compute
(Lieberum et al.,
2024)

Braun et al. (2024);
Bussmann et al.
(2025);
Cunningham et al.
(2024); Gao et al.
(2025)

can an interpretable
surrogate substitute
for the
computation?

surrogate sublayer
maps; attribution
graphs with error
nodes

substitutability
(L4); mechanistic
interpretation (L.6)
requires further
tests

error nodes carry
causal weight;
attention routing
outside the account;
conclusions
surrogate-relative

surrogate training
for the replaced
sublayers; graph
computation per
prompt; cost
depends on the
replacement recipe

Ameisen et al.
(2025); Dunefsky

et al. (2024); Marks
et al. (2025)

which parame-
ter components
participate in
different compu-
tations?

sparsely used
parameter com-
ponents, built
from rank-one
subcomponents

mechanistic com-
ponents (L6 tar-
get); evaluations
in toy settings
and one ~108-
parameter model

unaudited by
third parties;
interference-
separation
untested

reported only
for models up to
~10% parameters

Braun et al.
(2025); Bush-
naq et al. (2025,
2026)
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8 Empirical Protocol, Benchmarks, and Complexity

The methods in Section 7 estimate directions, latent coefficients, surrogate computations, or
parameter components. Evaluating these objects requires a reference for the property being
claimed. Synthetic generators supply known features, and restricted tasks supply specified
properties or counterfactual behavior. General language-model evaluations instead rely on
proxies for feature quality.

A repeatable score can still reflect properties of the evaluation rather than learned feature
structure. Negative controls test this possibility, while comparisons with known features assess
what the score measures. Reconstruction and behavioral evaluations answer different questions
about both recovered features and the residual left by a dictionary. The computational cost
and available data affect how readily these comparisons can be repeated.

Summary: Empirical Protocol, Benchmarks, and Complexity

e Known references support direct tests of directions and firing patterns in synthetic
data. Board-game models add trained representations with a specified, partial property
list.

e Negative controls test whether learned directions contribute to a score. Frozen-
random dictionaries approach trained dictionaries on several evaluated proxies, but
perform worse on task-specific sparse control.

e Metric audits expose both reseed noise and disagreement with ground truth. Recon-
struction, interpretation, and intervention scores rank dictionaries differently.

« Behavioral tests examine effects that explained variance does not measure. Published
examples separate high-variance directions from causally effective components.

¢ Residual measurements quantify omitted activation variance, attribution paths, or
explained prompts. Predictable residual structure and a fitted error asymptote concern
different properties of the reconstruction.

8.1 Synthetic Ground Truth

Known Directions and Coefficients A direct test of feature recovery requires both the
generating directions and their values on each sample. A synthetic model provides these by
fixing the generating directions W and feature distribution D, then sampling feature values
and combining the directions with those values as coefficients, with an additive bias if the
generator specifies one. The resulting activations can be used to train a dictionary whose
columns are compared with w; and whose firing patterns are compared with the support of
f (Chanin and Garriga-Alonso, 2026b; Korznikov et al., 2026). Directional alignment and
coefficient recovery test different parts of the claimed representation.

These comparisons establish recovery for the chosen generator. Transferring the conclusion
to a trained network requires checking its feature law and representation, which are unknown.
Section 4.1 shows why this qualification matters: the encoder, feature distribution, and training
loss affect which features become superposed.

Generators with Different Recovery Demands Synthetic generators can incorporate
properties that complicate recovery from model activations. Chanin and Garriga-Alonso

52



(2026b) combine hierarchical features, correlations, and Zipfian firing frequencies. Their bench-
mark uses 16,384 ground-truth directions in 768 dimensions and trains dictionaries of 4,096
latents, leaving dictionary width below the generating feature count. The authors describe
this as a lower-bound test of methods, since the linear representation hypothesis holds by
construction.

The generator reproduces a disconnect between reconstruction and latent quality, together
with an Lg-dependent precision-recall trade-off. It also explains why matching-pursuit encoders
can reconstruct well while scoring poorly on feature benchmarks. The encoders use interference
between ground-truth directions to improve reconstruction without recovering those directions.
These results motivate testing recovery even when reconstruction is accurate.

Korznikov et al. (2026) remove the width mismatch by drawing 3,200 directions uniformly
on the sphere in R and training 3,200-latent dictionaries at matched sparsity. BatchTopK
and JumpReLU explain about 0.67 of the variance under a constant firing rate, while just
3 directions have a dictionary column within cosine 0.8. With heavy-tailed firing, explained
variance reaches 0.71 and 7 to 9% of directions meet that matching threshold, almost all
among the most frequent features. Across the architectures tested in this setting, recovery
ranges from 7 to 43%. The measured gap between reconstruction and recovery persists
despite the matched width and sparsity. The generator’s independently drawn directions omit
correlation and hierarchy, which the authors identify as a limitation.

Matching and Sparsity A recovery percentage also depends on how estimated directions
are matched to ground truth. Chanin (2026) use Hungarian matching and report mean cosines
from 0.56 to 0.79 on the hierarchical generator. Korznikov et al. (2026) instead count direc-
tions whose maximum cosine exceeds 0.8, without a one-to-one matching constraint. Their
appendix also reports large architecture differences in the constant-rate setting, with 99.9%
recovery for TopK and 0.03% for Matryoshka. These percentages describe different generators,
architectures, and matching criteria, rather than a common recovery rate.

Matching directions leaves the accuracy of their coefficients to be tested separately. Chanin
(2026) compare decoder geometry and latent firing against ground truth and find that their
optima occur at different Lg. Thus even a fixed generator can favor different sparsity settings
depending on which part of recovery is evaluated.

8.2 Model Organisms

Board-game Models Board-game models provide trained representations together with a
formally specified state. A transformer trained on chess or Othello move transcripts can encode
board properties needed for predicting legal moves. Karvonen et al. (2024) test dictionary
recovery of those properties through coverage and board reconstruction. Coverage asks whether
a thresholded latent classifies each property. For each property, board reconstruction selects
latents with training precision at least 0.95, then predicts that property on held-out games
whenever any of its selected latents fires.

The best chess dictionaries achieve coverage 0.48 and board reconstruction 0.85. Dictionar-
ies trained on a randomly initialized transformer of the same architecture achieve 0.11 and 0.01,
while linear probes on the trained-model activations achieve 0.98 and 0.98. This comparison
detects learned board information and shows that the dictionaries recover less of it than linear
probes. The results also depend on the rebuilding rule, which the authors warn can change
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the qualitative comparison.

Templatic Tasks with Imposed Counterfactuals A task with known counterfactuals
supplies a reference for causal control rather than property classification. On IOl in GPT-2
small, Makelov et al. (2025) test whether at most k latent edits reproduce the effect of patching
an activation from a counterfactual prompt (Section 7.1). The target is the behavioral effect
of the patch; matching the supervised directions is not part of this criterion. Successful control
therefore leaves feature identification as a separate question.

Representation and Surface-form Controls Interpreting low coverage requires checking
whether the model represents the tested property. A supplied property list can contain concepts
that the model encodes poorly, as well as omit features outside the list. In the chess study,
linear probes fall below F; = 0.95 on 6 of 15 strategy concepts, and dictionaries perform worst
on those concepts as well (Karvonen et al., 2024). A probe reference helps separate weak
recovery from a weakly represented target.

A high score needs a complementary control for properties predictable from surface form.
The same study reports board reconstruction of 0.52 at layer 1, where probing finds little board
information, when pieces on starting squares are included. Masking those squares lowers the
score to 0.01. Probes on a randomly initialized model also reach 0.89 for castling rights, which
correlate with move number and transcript syntax (Karvonen et al., 2024). These controls
expose information available without the intended board representation. We did not identify
an equivalent masking control in the language-model benchmarks discussed next.

8.3 Benchmarks on Trained Language Models

A Common Comparison Protocol General language models lack the specified state avail-
able in board games, so their benchmarks compare proxies for recovery quality. SAEBench fixes
a training protocol across more than 200 dictionaries on Gemma-2-2B and Pythia-160M, cover-
ing seven architectures, three widths, and six target sparsity levels (Karvonen et al., 2025). Its
eight metrics assess concept detection, interpretability, reconstruction, and disentanglement.

These metrics give different architecture rankings. At 65k latents and Ly € [40,200],
Matryoshka BatchTopK leads on 5 of 8 metrics despite an intermediate sparsity-fidelity ranking.
Increasing width from 4k to 65k improves reconstruction and automated interpretability for
every architecture, but worsens absorption for every architecture except Matryoshka. Spurious
correlation removal also worsens for most architectures, including after controlling intervention
size. The authors retain separate scores rather than combine them with weights that would
conceal these trade-offs. Supervised metrics also behave differently on the smaller model,
limiting transfer of the observed rankings across model scale.

Reliability and Ground-truth Checks A ranking supports comparison when the metric
measures the intended property and separates the methods beyond evaluation noise. Chanin
(2026) audit six SAEBench evaluations for agreement with ground truth, improvement during
training, reseed noise, discrimination between variants, and internal consistency. Ground-truth
checks use the hierarchical generator of Section 8.1, developed by the same first author.

The reseed measurements reveal markedly different precision across metrics. On a fixed
dictionary, coefficients of variation range from 0.2% for probing-based scores to 23% for targeted
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probe perturbation at top-N = 50. The audit’s minimum reliable difference for two single-seed
scores at the 95% level is about 3.93 times the metric’s reseed standard deviation. In a three-
seed panel, 7 of 34 metric configurations show a between-variant variance share distinguishable
from chance. Spearman agreement between metrics falls from +0.44 across architectures to
+0.08 across changes to one hyperparameter. These observations limit the differences that a
single-seed comparison can resolve, especially between similar dictionaries.

Ground-truth and training checks identify an additional problem with targeted probe per-
turbation and spurious correlation removal. Both decline during training at top-N = 500, and
the latter also declines at its canonical top-IN = 10 on two of four dictionaries. At that canon-
ical setting, it ranks an oracle below 11 of 35 trained dictionaries. The oracle contains 4,096
of the 16,384 ground-truth directions and returns their exact coefficients. This disagreement
concerns what the score rewards, in addition to its sampling noise.

The audit recommends against these two metrics, weakening the interpretation of compar-
isons that depend on them. Other SAEBench measurements still favor Matryoshka, including
absorption, which the audit does not test, and a disentanglement score that passes the audit.
The combined evidence supports retaining the individual measurements with their scope and
uncertainty, rather than treating the benchmark ranking as uniformly validated.

8.4 Baselines and Negative Controls

Comparing trained dictionaries tests relative performance, while controls test whether a score
depends on the representation or directions learned during training. The literature uses several
controls that remove different parts of the procedure. Their interpretation depends on which
part is randomized and which part remains trainable.

1. Non-dictionary alternatives. Neurons, principal components, and raw residual-stream chan-
nels. Karvonen et al. (2025) report that dictionaries score above all three on sparse probing
and automated interpretability, and note that reading residual channels directly is a weak
baseline on automated interpretability.

2. A dictionary trained on a random transformer. This control removes transformer training
while preserving the dictionary-learning procedure. The gap is large where the ground
truth is formal, as the chess coverage of Section 8.2 showed (Karvonen et al., 2024). On
the language-model proxies the targeted probe perturbation score is higher for the random
model. The authors warn against over-reading this, since that score is measured relative
to the same model’s own probe accuracy and the random model’s probes start much lower
(Karvonen et al., 2025).

3. Frozen or constrained SAE parameters on the same trained model. These controls keep the
trained transformer and freeze or constrain different parts of the SAE. Korznikov et al. (2026)
freeze the decoder at random initialization, freeze the encoder at random initialization, or
constrain the decoder columns to stay within cosine 0.8 of their initialization, and train
everything else on real activations. These controls reach 0.87 against 0.90 on automated
interpretability and 0.69 against 0.72 on top-1 sparse probing. On RAVEL causal editing
they reach 0.73 against 0.72, and the constrained variant exceeds the trained dictionary at
high Ly. The top-5 sparse-probing comparison shows a larger training effect, where the
gaps widen to between 3.0 and 7.9 percent of the trained dictionary’s score. The authors
read this as learned latents aggregating better rather than as individual latents being better.

4. A frozen-at-initialization decoder scored causally. On sparse control of the indirect-object-
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identification circuit, this control performs markedly worse than trained dictionaries
(Makelov et al., 2025).

The frozen-random comparisons show that high scores on the tested proxies can arise with
little learned change in dictionary directions. Their interpretation has two qualifications. Bi-
ases, thresholds, and whichever matrix remains unfrozen still receive training, so these controls
do not remove every learned component. Their performance instead limits how much the re-
ported scores establish about learned directions.

The comparison also depends on the site and task. Korznikov et al. (2026) summarize
the quoted pairs across architectures; the sparse-probing and causal-editing pairs match their
BatchTopK results on Gemma-2-2B layer 12 at Ly = 160. At Gemma layer 19 and Llama-
3-8B layer 16, trained and control causal-editing scores cluster near 0.5, making layer 12 the
informative comparison for that test. By contrast, the IOI sparse-control test distinguishes the
frozen decoder from trained dictionaries (Makelov et al., 2025). These results qualify specific
metrics and protocols rather than establish that dictionary learning is universally ineffective.

Strong alternative methods provide a further comparison for applications. Wu et al. (2025)
compare dictionaries with prompting, finetuning, probes, and difference-in-means directions on
steering and concept detection, finding the dictionary methods uncompetitive in their evaluated
settings. Kantamneni et al. (2025) test data scarcity, class imbalance, label noise, and
covariate shift. Dictionary probes underperform logistic regression on average in every regime,
with wins on individual datasets; adding dictionary latents to baseline ensembles does not
consistently improve them.  These comparisons assess application performance. They do
not by themselves determine whether a particular latent identifies a feature, which requires a
recovery-specific reference.

8.5 Metrics and Their Disagreements

The controls above attach meaning to a score by testing how it changes when part of the
recovery procedure is removed. Interpreting the remaining difference also requires specifying
the metric and its normalization. Table 7 compares the measured properties and documented
disagreements across reconstruction, probing, interpretation, and intervention tests.

Normalization and Sparsity Loss recovered compares model loss after replacing the acti-
vation at the fitted site with its dictionary reconstruction against loss under a chosen ablation
at that site. The reference uses zero ablation in Karvonen et al. (2025) and Karvonen et al.
(2024), while Makelov et al. (2025) argue for and use mean ablation. Scores with these different
denominators require separate interpretation.

The sparsity level also changes the representation being tested. Although Lg is often swept
as a sparsity-fidelity trade-off, Chanin and Garriga-Alonso (2026a) report that too little activity
promotes mixtures of correlated features and too much activity admits degenerate mixtures.
Thus choosing Ly changes more than the number of active latents.

Comparison with Supervised References A supervised property test can expose dif-
ferences hidden by reconstruction-based proxies. On board-game models, Gated dictionaries
score above p-annealed dictionaries on loss recovered, while p-annealed dictionaries match or
exceed Gated dictionaries on board-state coverage. Dictionaries with 8,192 latents also improve
supervised scores over 4,096-latent dictionaries despite indistinguishable unsupervised proxies
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(Karvonen et al., 2024). These comparisons demonstrate why a score for preserved behavior
or activation variance needs a separate test of the properties being recovered.

Reliability and Validity Repeating a metric can estimate noise without establishing that
the metric tracks feature recovery. Reconstruction metrics are the most discriminative in the
audit, but they measure activation reconstruction rather than feature identity. The sae-probes
variant is the most reliable remaining metric, while probing-based scores can saturate. On
the synthetic panel, single-feature accuracy is near its ceiling at the canonical setting despite
substantial variation in Hungarian-matched cosine (Chanin, 2026).

The audit also recommends metrics left untested against synthetic ground truth, including
scores on which Korznikov et al. (2026) find frozen-random dictionaries near the trained scores.
Together, the two studies call for both repeatability checks and controls tied to the target
property. Low evaluation noise alone does not validate a score as a measure of recovery.

Table 7: Evaluation metrics for recovered features. The last column records where a metric
has been shown to disagree with another metric or with a supervised reference, not a general

claim that it is invalid.

Metric What it measures What it does not Documented disagreement
measure

Reconstruction share of activation whether the most discriminative metric in the

error; explained variance the returned directions  audit, yet 593 against 2 latents on

variance dictionary returns carry the model’s a direction that is functionally
behavior inert away from the first position

(Braun et al., 2024; Chanin, 2026)
Ly mean active latents whether that level  mixing at too low and degenerate

Loss recovered;
KL of spliced

per token

behavior preserved
when the

matches the data’s
sparsity

which part of the
behavior the

solutions at too high Ly (Chanin
and Garriga-Alonso, 2026a);
decoder-geometry and firing-time
ground-truth scores peak at
different Lo (Chanin, 2026)

zero-ablation and mean-ablation
normalizations are not comparable

outputs reconstruction residual carries (Karvonen et al., 2025; Makelov
replaces the et al., 2025)
activation
Automated whether a language whether the 0.87 for a frozen-random
interpretability model predicts a description names dictionary against 0.90 for a

latent’s firing from
its description

a unit the model
uses

trained one (Korznikov et al.,
2026); signal-to-noise ratio 1.8,
limiting reliable selection from a
single checkpoint (Chanin, 2026)
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Table 7 (continued)

Metric

What it measures

What it does not
measure

Documented disagreement

Sparse probing,
SAEBench default

Sparse probing,
sae-probes variant

Disentanglement
scores (spurious
correlation
removal, targeted
probe
perturbation)

Causal editing
(sufficiency,
necessity, sparse
control, RAVEL)

Ground-truth
recovery (matched
cosine, coverage)

whether a named
concept is readable
from a few latents

the same, over 113
datasets with

cross-validated probe

regularization

probe-accuracy
change under
ablation of
probe-selected
latents

whether
reconstruction
preserves behavior,
removal disrupts it,
or bounded latent
edits reproduce a

counterfactual effect

alignment with
known directions or
classification of
known properties

whether the model
uses the concept

whether the model
uses the concept

feature isolation,
since the same
probes select the
latents and score
the effect

whether the edited
latents are the
model’s units

recovery of features
beyond the
supplied ground
truth

saturated at the canonical setting,
accuracy above 0.99 while
matched cosine spans 0.56 to 0.79;
signal-to-noise ratio 4.2 at top-1,
about two-thirds that of the
sae-probes variant (Chanin, 2026);
top-1 near parity with
frozen-random dictionaries
(Korznikov et al., 2026)

most reliable metric audited, at
signal-to-noise ratio 5.4 to 6.6
against 1.8 for automated
interpretability (Chanin, 2026)

both decline during training at
top-N = 500, and spurious
correlation removal declines at
canonical top-N = 10 on two of
four dictionaries; an oracle with
exact coefficients ranks below 11
of 35 trained dictionaries (Chanin,
2026)

frozen-random matches trained on
RAVEL (Korznikov et al., 2026)
while a frozen-at-init decoder is
markedly worse on circuit-level
sparse control (Makelov et al.,
2025)

the cited studies use different
generators, dictionary widths, and
matching rules, so their recovery
numbers are not a common rate
(Section 8.1)

8.6 Explained Variance as a Target

The disagreement between reconstruction and property tests has a behavioral counterpart.
Squared reconstruction error rewards directions according to their activation variance, while
a behavioral test measures the effect of changing them. A high-variance direction can have
a small behavioral effect, and a lower-variance component can matter more. We examine
measurements of this distinction, beginning with a construction based on output sensitivity.

The Jacobian Lens The global-workspace report constructs directions from the model’s
sensitivity to activations (Gurnee et al., 2026b). For each vocabulary token and layer, it
averages the linearized effect on the likelihood of producing that token at the current or later
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positions over a corpus of contexts. The resulting Jacobian-lens vectors, called J-lens vectors
in the report, outnumber the residual-stream dimensions and can span the full space.

To isolate a sparse component, the report defines J-space through sparse nonnegative com-
binations of J-lens vectors rather than their unrestricted span. Gradient pursuit finds these
combinations without training an autoencoder. A concept vector is separated into its nearest
J-space point and a remainder, allowing interventions on the two components to test their
behavioral effects separately.

The concept vectors used in these tests come from “Tell me about {concept}” prompts
with the mean of a hundred other concepts subtracted. For this selection, the best 16 J-lens
vectors capture a median of 6 to 7% of concept-vector variance in the J-space component. The
report describes this sparsity choice as somewhat arbitrary and uses other choices elsewhere.

The intervention then tests the behavioral effect of that component. In a category-
generation task, exchanging it with the component of a second concept places the second
concept in the top five outputs on 59% of trials. The corresponding rates are 88% when
exchanging the J-lens vectors themselves and 5% when exchanging the remainder.  These
interventions associate the smaller-variance component with a larger effect in the tested task.

J-space also depends on a linearization, which leaves effects outside that approximation
unmeasured. The report uses proprietary checkpoints, is self-published, and lacks an identified
replication. These conditions limit generalization of the reported variance and intervention
rates.

The report further finds a small fraction of dictionary decoder directions aligned with
J-space; unaligned latents predominantly represent low-level syntactic and bookkeeping prop-
erties. This direction-level comparison does not test whether an SAE reconstruction recovers
the J-space component of an activation. It therefore leaves the causal component missed by a
particular dictionary unresolved.

The gap between variance and behavioral effect also appears in dictionary reconstructions.
Braun et al. (2024) find the highest-variance direction at one site functionally inert under
resample ablation after the first position, despite a local dictionary assigning 593 latents to it,
compared with two for an end-to-end variant.

Behavioral tests additionally distinguish a recovered direction from a latent that activates
when needed. In a controlled toy setting, Bal (2026) apply ablation and steering to correla-
tionally recovered features. They count a feature as causally inert when the latent associated
with its matched dictionary column remains silent whenever the feature is present. Among 22
features matched above cosine 0.90, this occurs for 2 in a well-trained dictionary and up to 17
in a degraded dictionary. The latter comparison directly separates direction alignment from
the activity needed for causal control.

These observations show why explained variance and behavioral effects require separate
measurements in the evaluated settings. The bounds in Sections 3 and 5 concern representable
or computable features, rather than the number of directions selected by a causal test. Ex-
tending such bounds to a specified causal criterion remains an open question (Section 11).

8.7 Dark Matter

Residuals and Their Measurements The behavioral components above raise a further
question about what a dictionary leaves out. A dictionary’s omitted activation is the residual
e(h) = h—h. The literature refers to this residual as SAE dark matter, but reports several quan-
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Table 8: Published dark-matter quantities. The three senses are not commensurable, and the
row attributed to Engels et al. (2025b) is the one refereed entry.

Source Model Sense Reported quantity

Scaling report Claude 3 Sonnet, activation at least 65% of activation variance ex-

(Templeton et al., middle-layer variance plained, at each of the three dictionary

2024) residual stream widths; institutional report

Engels et al. Gemma 2 9B, activation fraction of variance unexplained fitted as

(2025b) layer 20, open variance 0.186+42.708 d~°-317 in dictionary width d,
dictionary suite with the asymptote extrapolated beyond

the widths measured; refereed
Circuit-tracing 18-layer model, attribution- replacement score 0.61 on unpruned
report (Ameisen 10M-latent graph paths graphs, against 0.37 for per-layer

et al., 2025)

cross-layer
transcoder

transcoders of the same size, so 39%
of the weighted path influence runs
through the residual; institutional report

Case-study report  Claude 3.5 Haiku prompts attribution graphs give satisfying insight
(Lindsey et al., yielding a on about a quarter of the prompts tried,
2025b) satisfying which the authors state as their own judg-

explanation ment and call difficult to quantify pre-

cisely; institutional report

tities under that name. Fraction of variance unexplained measures activation reconstruction.
The complement of a graph replacement score measures weighted attribution paths through
error nodes. A third quantity counts prompts whose resulting explanation is judged satisfying
by the report’s authors.

Table 8 records these measurements separately. Activation variance, weighted paths, and
judged prompts have different denominators and test different properties. Their numerical
values consequently do not provide interchangeable estimates of an unexplained fraction.

Contributions to the Residual The residual can contain structure poorly matched to
a sparse, layer-local dictionary as well as errors in fitting that dictionary. Frequency, layer
coverage, and dense structure affect the first possibility. Synthetic recovery favors frequently
firing features under a heavy-tailed law, leaving rarer directions less well recovered (Korznikov
et al., 2026). A per-layer analysis also has access to a feature’s representation at that site
rather than its full cross-layer development (Section 7.5). This limits feature interpretation,
but cross-layer structure alone does not force a local activation-reconstruction error.

Dense structure poses a different mismatch with sparsity. Engels et al. (2025b) model
activations as a sparse sum of feature directions plus a dense component outside any low-
dimensional linear subspace. A sparsity objective can leave part of that component in the
residual even when optimization succeeds. This is a proposed explanation for residual structure,
rather than an identified feature decomposition of trained-model activations.

Fitting introduces additional sources of error. An ¢; penalty shrinks latent magnitudes,
under-reconstructing even correctly identified directions (Rajamanoharan et al., 2024a). Dead
latents contribute no reconstruction, reducing the utilized dictionary width (Gao et al., 2025).
A dictionary of one-dimensional atoms can also approximate a curved feature with multiple

60



local directions. The counting-task report exhibits a curved character-count representation
(Gurnee et al., 2026a). Such a representation can require more atoms for finer approximation,
but curvature alone does not establish a nonzero asymptotic reconstruction error.

Dictionary-width Scaling and Superposition Width scaling tests whether a larger dic-
tionary reduces the residual within the fitted method. Gao et al. (2025) fit reconstruction
error with a power law plus a constant and leave the constant’s origin unresolved. Their pro-
posed unstructured activation component is supported by a Gaussian-data control of matched
dimension, where the width exponent is roughly —0.04, compared with —0.26 on GPT-2-small
activations. Engels et al. (2025b) also fit a positive asymptote, with the numerical fit reported
in Table 8. An extrapolated constant describes the fitted scaling law beyond measured widths;
it is not a proved irreducible error for all recovery methods.

The interference bound in Definition 3.2 concerns a different reconstruction problem. For
d > m unit feature directions, it lower-bounds total squared cross-talk by d(d — m)/m. Its
consequence for isotropic linear coefficient reconstruction does not transfer to the SAE map
h — z(h), which is nonlinear, or to the activation residual h — Dz(h) — ¢. In particular, this
bound establishes neither the existence of the fitted SAE constant nor its dependence on d/m.

The dimensions also refer to different objects. Here d is the unknown latent-feature count,
m is the known activation width at the chosen site, and d is the chosen dictionary width.
A dictionary-width sweep varies cZ, rather than measuring d/m. Cross-layer representations
require a separately specified joint space before its dimension can enter a recovery bound (Sec-
tion 7.5). Connecting the empirical asymptote to superposition therefore requires additional
assumptions and an argument for the nonlinear recovery setting.

Predictable Residual Structure A residual can be large yet contain structure predictable
from the same activation used by the SAE. Engels et al. (2025b) test this by fitting regressions
for the residual vector and, separately, its squared norm. Vector prediction is scored by mean
coordinatewise R?; norm prediction uses scalar R%. Both regressions include an intercept.

Result 8.1 (Linear predictability of the residual (Engels et al., 2025b)). Let é(h) = Bh+b.
be the affine least-squares prediction minimizing E ||Bh + b — e(h)Hg, fitted per dictionary
on its activation distribution. Engels et al. (2025b) report held-out mean coordinatewise
R? from 0.15 to 0.72 for this error-vector prediction on open dictionary suites. The score
decreases as dictionary width or the active latent count Lo grows. A separate intercept-
including regression of |le(h)||3 on h reaches scalar R* from 0.70 to 0.95. The remainder
e(h)—é(h) differs from é(h) in two ways. Dictionaries trained on the remainder reconstruct
it worse, with fraction of variance unexplained 0.59 against 0.54 for dictionaries trained
on é(h), and its norm is harder to predict from the activation. In the reported replacement
tests, each component raises cross-entropy in proportion to its norm. Per-token error
norms are predictable across dictionary scales, indicating that larger dictionaries largely
retain the difficult contexts of smaller ones.

Does not establish. Mean coordinatewise R? averages scores with different coordinate variances;
it is not automatically the fraction of total error-vector variance explained. The fitted predic-
tion identifies predictable residual structure, not interpretable features. The split is relative to
an affine predictor, so its remainder need not contain exclusively nonlinear feature structure.
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The main width and sparsity sweeps use Gemma 2 2B layer 12 and Gemma 2 9B layer 20, with
additional layers examined in the source appendix. The other entries of Table 8 use different
settings and dictionary classes.

The source informally summarizes error-vector predictability as about half, but the reported
coordinatewise statistic should be retained when comparing that claim with total variance. At
fixed Ly, the predictable component decreases with dictionary width while the remainder
stays roughly constant in the reported measurements. Predictability across scales also shows
that residual errors concentrate on similar contexts. These findings motivate evaluating the
residual’s behavioral effect when dictionaries replace activations.

Residual Paths and Behavioral Coverage Circuit tracing measures that omission
through error nodes rather than activation variance. The circuit-tracing report compares a
10-million-latent cross-layer transcoder with per-layer transcoders of the same total size on an
18-layer model (Ameisen et al., 2025). The replacement score counts paths from embeddings
to logits, weighted by strength, that pass through latents without an error node. It rises from
0.37 to 0.61, leaving 39% of weighted path influence through the residual in the cross-layer
model. The edge-based completeness score changes less, from 0.78 to 0.80, while average path
length decreases from 3.7 to 2.3. Shorter paths have fewer opportunities to encounter error
nodes, which offers an interpretation of the larger change in replacement score.

These graph scores measure a different omission from the norm of e(h). The intervention
results in Section 8.6 likewise compare variance with effects on selected outputs, without es-
tablishing a conversion between the two. A reconstruction report therefore needs its activation
metric and behavioral or graph metric stated separately.

8.8 Computational and Data Cost

Repeated evaluations and control dictionaries add costs beyond training the candidate method.
Table 9 records the published settings and resources. A full benchmark pass takes hours for
one dictionary, and its audit spent more compute on evaluation than on dictionary training.
Repeated seeds can be necessary to resolve differences near the noise levels in Section 8.3.
Board-game evaluations take minutes, but their coverage remains restricted to the specified
properties. These costs make the evaluation target and required precision relevant to the design
of a comparison.

8.9 The Structure of the Evidence Base

Reproducibility depends on the model, dictionary, data, and evaluation procedure being avail-
able for the reported comparison. Several measurements here come from self-published institu-
tional reports on proprietary checkpoints, including graph replacement, judged explanations,
production-model variance explained, and the J-space intervention results. Their methods
and reported observations can be examined, while access to the underlying checkpoints limits
independent repetition. Open-model studies include both refereed work and public preprints,
among them the benchmark audit, frozen-random controls, and Definition 8.1.

Later analyses can also change the interpretation of an earlier decomposition. In the
sequence of crosscoder studies, apparent model-exclusive latents were traced partly to the
objective, without an estimated fraction. The revised objective still isolates the expected
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Table 9: Reported compute and data for training and evaluating recovered dictionaries. Num-
bers are as published and are not normalized to common hardware or a common token count.

Activity

Setting

Reported cost

Training an open
dictionary suite

Training one dictionary

Training one dictionary,
model organism

Evaluating one
dictionary

Evaluating one
dictionary, model
organism

Auditing the benchmark

more than 400 JumpReLLU
dictionaries over all layers of
Gemma 2 2B and 9B plus
selected layers of 27B

Gemma-2-2B residual stream,
one site

chess or Othello, 300M tokens

eight-metric suite, 16k latents

coverage and board
reconstruction

snapshot panels, three seeds,

over 20% of GPT-3’s training compute
(Lieberum et al., 2024)

500M tokens per dictionary in both pro-
tocols (Karvonen et al., 2025; Korznikov
et al., 2026)

under 24 hours on one A100; over 500 dic-
tionaries released (Karvonen et al., 2024)

about 110 minutes per dictionary plus 152
minutes of one-time setup on one RTX
3090 (Karvonen et al., 2025)

under 5 minutes (Karvonen et al., 2024)

roughly 500 to 650 H100-hours of evalu-

ation and about 84 H100-hours of dictio-
nary training (Chanin, 2026)

plus a synthetic validity panel

behavioral difference (Lindsey et al., 2024; Mishra-Sharma et al., 2025). A separate study shows
that latents at one width decompose into latents at another (Leask et al., 2025), qualifying the
use of individual latents as canonical units in interpreting earlier dictionary reports (Bricken
et al., 2023; Templeton et al., 2024). These results concern the interpretation of recovered
objects, which Section 9 examines in detail.

Public resources support repeating such comparisons under shared conditions. Gemma
Scope releases dictionaries across model layers (Lieberum et al., 2024); SAEBench fixes a
training protocol and releases its compared dictionaries (Karvonen et al., 2025). The metric
audit releases its panels and code (Chanin, 2026), and synthetic benchmarks release generators
with known ground truth (Chanin and Garriga-Alonso, 2026b). These resources allow reported
differences to be checked against common data, controls, and matching rules.

Even a repeatable score can support a narrower conclusion than an interpretation attached
to it. The frozen-random comparisons demonstrate this gap for specific proxy evaluations. We
next examine documented failures in the recovered dictionaries themselves, including cases
that evaluation scores leave undetected (Section 9).
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Takeaway Message of Section 8. High reconstruction and interpretation scores can
coexist with poor recovery of known features, and some proxy scores remain high with
frozen-random directions. Task-specific sparse control can distinguish trained dictionaries
from those controls. Activation variance also differs from behavioral importance: a small
component can carry a large intervention effect. Dictionary residuals retain predictable
structure, while their fitted width asymptotes have no established derivation from the
linear interference bound.

9 Failure Modes, Illusions, and Negative Results

The evaluations in Section 8 separate reconstruction, interpretation, and causal use, but a
dictionary can score well on one of these tests while misrepresenting the model’s features.
Such errors can arise from reconstruction and sparsity objectives that split or merge features.
Variation across training runs adds a different problem, as similar information can be assigned
different directions. The recovered latents can also omit structure that affects behavior. These
omissions and changes in the recovered units limit what a description or intervention establishes
about a latent.

These failures concern five assumptions of sparse dictionary learning: linear feature for-
mat, one-dimensional atoms, sparse coefficients, layer-local representation, and identifiability
(Section 6.5). Table 10 connects each presupposition to its documented failures or remaining
evidence gap. Layer-locality is treated with cross-layer recovery in Section 7.5; the following
subsections examine the other failures and distinguish them from evidence against superposi-
tion itself.

Summary: Failure Modes, Illusions, and Negative Results

e Sparse reconstruction can favor splitting, absorption, and merging even when the gen-
erating features are known (Section 9.1).

e Dictionary width, objective, and initialization affect which latents reproduce. Some
studies recover stable subspaces despite unstable directions (Section 9.2).

o Top-activating examples can support confident descriptions of random directions, and
automated scores can miss failures of recovery (Section 9.3).

e The reconstruction residual contains predictable structure and can carry behavior omit-
ted from an interpretable circuit (Section 9.4).

e Curved and dense representations challenge one-dimensional sparse dictionaries. These
mismatches restrict recovery assumptions without refuting superposition (Sections 9.5
and 9.6).

9.1 Feature Splitting, Absorption, and Hedging

Splitting. A wider dictionary can replace one latent with several more selective latents.
Cunningham et al. (2024), for example, interpret context-specific variants of an apostrophe
latent as finer monosemantic units. Such a refinement could reflect structure in the model, but
it could also improve the dictionary objective without recovering additional features. Makelov
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Table 10: Presuppositions used in dictionary learning, the failures they permit, and the evi-
dence reported for each. A listed failure need not have been established in every setting.

Presupposition
(Section 6.5)

Failure when it does not
hold

Evidence

Documented in

Features are linear
directions
(Definition 2.3)

Atoms are
one-dimensional

Coefficients are
sparse

Atoms are
layer-local

The dictionary is
identifiable

a concept carried by a
curved function of the
activations has no
direction to recover

a group of atoms tiles the
feature instead of
spanning it

a sparse dictionary can
leave dense structure in
its residual

a per-layer dictionary
decomposes a projection
of an object that is not
layer-local

absorption, splitting,
hedging, and
seed-dependent atoms

the surveyed circular subspaces of
Engels et al. (2025a) are linear;
these examples do not establish a
failure of linear subspace represen-
tation

two-dimensional  circular  day,
month, and year subspaces (En-
gels et al.,, 2025a); a counting
task in which the model manip-
ulates a curved low-dimensional
manifold, reported by Gurnee
et al. (2026a); five architectures
on Llama-3.1-8B plateau far
beyond each manifold’s ambient
dimension (Bhalla et al., 2026)

the residual is modeled as un-
learned features, a dense term,
and a term the autoencoder intro-
duces (Engels et al., 2025b); the
width scaling of reconstruction er-
ror needs a constant term (Gao
et al., 2025); separately, remov-
ing residual-stream error nodes
severely disrupts a circuit model,
without isolating the dense compo-
nent (Marks et al., 2025)

The crosscoder report finds la-
tents whose decoder norm is sub-
stantial across most layers, and
states that this is consistent with
cross-layer superposition without
establishing it (Lindsey et al.,
2024)

Definition 9.1; over-splitting pre-
ferred with two true features
(Makelov et al., 2025); stitch-
ing and meta-SAEs (Leask et al.,
2025)

Section 9.5

Section 9.5

Section 9.4

Section 7.5

Sections 9.1
and 9.2
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et al. (2025) distinguish these explanations using a uniform mixture of two isotropic Gaussians
in R19 where the generating feature count is fixed at two.

On this distribution, a randomly constructed dictionary with 1000 latents has a lower
combined reconstruction error and sparsity penalty than the best two-latent dictionary. The
advantage holds for every penalty weight up to about 7 on the reported grid. The construction
is independent of the sample, placing the comparison in the infinite-data limit. The objective
can thus prefer a split representation without multi-scale structure in the generating features.

The same paper reports splitting in GPT-2 small. A binary position attribute in the
indirect-object-identification task is distributed across at least ten latents, which activate on
small, mostly disjoint, semantically opaque prompt sets. These observations motivate a causal
test of whether the split latents have distinct roles. We did not identify a study that establishes
such a separation for the reported split.

Absorption. Splitting distributes a concept across latents, while absorption makes a con-
cept’s latent silent on part of the concept’s support. Its top-activating examples can remain
precise even though other inputs containing the concept receive no activation. Chanin et al.
(2025b) derive this behavior for a feature hierarchy in which a child feature activates on a
subset of the inputs containing its parent. The following construction holds reconstruction
fixed while varying the sparsity penalty.

Result 9.1 (Absorption lowers the sparsity penalty and leaves the reconstruction un-
changed (Chanin et al., 2025b)). Let wy, wp € R™ be orthonormal feature directions and
let feature 2 fire only when feature 1 fires, both with value 1, so that h takes the values
0, wy and wy + we with probabilities pg, p1o and p11. Take a two-latent ReL U dictionary
without biases, with encoder rows u;, latent activations z; = ReLU(u;rh), and dictionary
columns D; given by

Uy = wyp — dwy, U = Wa, Dy =wi1, Do =wy+dwr, (56[0,1}.

For every 6 the reconstruction equals h on all three values. The expected penalty E |||, is
p11(2 — 9) + p1o, which decreases in 0 at rate p11. At § = 1 latent 1 does not fire when
feature 2 is active, and Do carries the whole reconstruction there.

Does not establish. The statement covers a single one-parameter family with orthonormal
feature directions, unit feature magnitudes, unnormalized dictionary columns, and no biases,
so it does not establish that a global minimizer of the objective absorbs. The absorption
rates reported below are measured against supervised probe directions rather than against the
model’s own units.

At 6 = 0, the encoder rows and dictionary columns equal the feature directions. Increas-
ing ¢ transfers the parent’s contribution on joint activations to the child’s decoder column.
The family ends at an absorbing solution, giving a mechanism for missed activations despite
unchanged reconstruction.

The trained-model example in Chanin et al. (2025b) concerns first-letter spelling in Gemma-
2-2B. A latent for words beginning with S reaches F; = 0.81 against a logistic probe but stays
silent on _short. A token-aligned latent for short activates there with probe cosine 0.12. Zero-
ablation of this latent at the _short token reduces the correct-letter logit minus the mean
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incorrect-letter logit by more than 6, while every other latent’s effect has magnitude below
0.5. Projecting the probe direction out of that latent removes the effect. This intervention
supports absorption for one latent in one dictionary.

The broader dictionary sweep reports mean absorption rates up to about 0.35, increasing
with width and sparsity. These rates depend on three hand-set thresholds and a requirement
that one absorbing latent dominate, without a reported false-positive estimate. The trained-
model tests cover first-letter spelling, and the metric becomes silent at and above layer 18
of Gemma-2-2B, where letter information has moved to the final token. The reported rates
consequently describe this task and measurement procedure.

Width and Sparsity Level. Narrow dictionaries introduce a complementary error. A dic-
tionary with fewer latents than underlying features can reduce reconstruction error by merging
correlated components into a single latent, a behavior called hedging (Chanin et al., 2025a).
This merging strengthens as the dictionary narrows and arises from the reconstruction term.
The sparsity level also affects merging. Chanin and Garriga-Alonso (2026a) report mixtures
of correlated features at low Ly and degenerate mixtures at high Ly, and conclude that many
commonly used dictionaries set Ly too low.

Calling a merged latent a recovery error requires specifying the recovery target. The model
itself merges correlated features in the setting of Section 3.6. A dictionary that reproduces this
assignment can disagree with the generating feature list while describing the model correctly.
Distinguishing these cases requires evidence about the model’s representation in addition to
the dictionary’s reconstruction.

The empirical width comparisons also depend on the evaluation target. The absorption
and editing trade-offs in SAEBench are detailed in Section 8.3 (Karvonen et al., 2025). That
comparison fixes training tokens rather than compute and evaluates each dictionary once. In
board-game models, wider dictionaries improve supervised board-state scores while remaining
indistinguishable on unsupervised proxies (Karvonen et al., 2024); Gao et al. (2025) report
general improvement on their chosen metrics.  Width therefore changes several properties
that a single score need not rank together. Matryoshka training addresses this dependence by
imposing nested prefixes (Section 7.2), but the nesting supplies a hierarchy in advance rather
than establishing that the model uses that hierarchy.

9.2 Non-Canonicity and Seed Instability

Dictionary Width. The width trade-offs raise a further question about latent identity. If
different widths recover the same underlying units, their differences should reflect completeness
or resolution rather than a change in what counts as a unit. Leask et al. (2025) define canonical
units as unique, complete, and atomic, then test completeness by transplanting latents from a
larger dictionary into a smaller dictionary fitted to the same activations.

Transplanted latents improve reconstruction when their decoder columns have low maxi-
mum cosine similarity to the smaller dictionary’s columns. Adding all such latents reduces
mean squared error by about 10%, providing evidence that the smaller dictionary omits infor-
mation. Atomicity is tested with a meta-SAE containing 2,304 latents, fitted to the 49,152
decoder columns of a GPT-2 dictionary. It explains 55.47% of their variance with about four
active meta-latents per column. The authors interpret these decompositions as compositions
of concepts.
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Compositional latents are compatible with the sparsity objective. A conjunction repre-
sented by one active latent can incur less penalty than a representation activating a latent for
each component (Section 7.2). However, the reported tests leave the relation to the model’s
own units unresolved. The transplant procedure thresholds a continuous cosine similarity
distribution, and the meta-SAE reconstructs decoder weights without testing activations or
interventions.

Training Seeds. A fixed width permits a separate test of whether latent identity depends
on initialization. As a control, Leask et al. (2025) train two width-3072 dictionaries with
independent seeds. They find that 94% of the first dictionary’s latents have a decoder column
with cosine similarity at least 0.7 to a column in the second. This aggregate agreement leaves
open which latents reproduce and what information the unstable latents carry.

Gerasimov et al. (2026) address that distinction by estimating the probability that a
similar latent reappears in an independent training run. Stable latents carry most of the
reconstruction-relevant and prediction-relevant signal in their experiments. Unstable latents
have weak marginal effects and predominantly low-frequency surface-form triggers, yet con-
centrate in reproducible lower-rank subspaces. The authors interpret this concentration as
ambiguity among bases for shared information. A synthetic model supports that explanation
by recovering a known low-rank subspace without identifying individual latents across seeds.

Related evidence comes from Bhalla et al. (2026), whose optimal-transport comparisons
find weak overall alignment of decoder directions but stronger alignment within individual
concept manifolds. The training objective also changes stability. Pure end-to-end dictionaries
learn different features across seeds, while local and end-to-end-plus-downstream variants are
seed-stable in the experiments of Braun et al. (2024).  These findings support reporting
direction and subspace agreement separately when both are measured, without prescribing
subspaces as the recovery target for every task.

Agreement also depends on how the runs are initialized. Brzozowski and Chung (2026)
distinguish endpoint agreement, which they call stability, from convergence of independently
initialized runs, which they call stabilization. The reported stability of archetypal dictionaries
follows from a shared deterministic initialization that makes their distance zero before training.
Under independent initialization, the archetypal constraint gives no stabilization advantage
in their setting. The study also identifies a preprocessing-dependent cosine geometry that
complicates endpoint comparisons.

Together, these studies make latent reproducibility conditional on the objective, initializa-
tion, and level of comparison. Some support a stable subspace despite unstable directions;
others support stable directions under particular objectives. The distinction matters for inter-
pretation because a description of one unstable latent need not transfer to another run. It also
parallels the distinction between accessibility and identification in Section 4.5, where L2 does
not imply L3.

9.3 Interpretability Illusions

Top-Activating Examples. Reproducibility does not establish that a latent’s description
matches its role. A description inferred from top-activating examples can reflect regularities in
the examples even for a random direction. Bolukbasi et al. (2021) demonstrate this problem
with final-layer BERT embeddings of sentences from four corpora. One coordinate supports
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three confident but mutually incompatible descriptions across three corpora, and annotators
find an average of 2.5 distinct patterns per coordinate across the four corpora.

The random-direction control produces a similar pattern rate. Annotators find patterns in
80% of top-activating sets for 25 coordinates and 82% for 33 random directions, compared with
14% for 29 random sentence sets. The paper reports no confidence intervals. In this setting,
a convincing description does not distinguish a model coordinate from a random direction.

The authors attribute these descriptions to separable corpus regions, local coherence in the
embedding space, and annotator propensity. Testing a description on other corpora addresses
its dependence on the examples used to construct it. Such a test can reject a corpus-specific
description, while the model’s use of the direction remains a separate causal question.

Automated Scores. Automated evaluation inherits a related limitation when the score
depends weakly on the learned directions. The frozen-random comparisons in Section 8.4
show near-parity on several scores at the reported sites (Korznikov et al., 2026). Such parity
limits what a high score establishes about decoder learning, even when the score measures a
reproducible property of the dictionary. The site-specific RAVEL saturation and the exceptions
on sparse probing and circuit control remain essential to that interpretation.

Metric reliability addresses a different concern. The audit in Section 8.3 identifies seed
noise, training-time reversals, and rankings inconsistent with synthetic ground truth (Chanin,
2026). Its synthetic validity checks use the companion generator of Chanin and Garriga-Alonso
(2026b). By contrast, recommendations for automated interpretability and RAVEL rest on
reliability and discrimination between variants, since their natural-language concepts were not
tested against that ground truth. The frozen-random results show why these properties alone
do not establish validity as tests of feature recovery. Architecture comparisons inherit both
the measured noise and this uncertainty about what their scores reward.

9.4 Dark Matter and Accumulated Replacement Error

Structure in the Residual. A dictionary’s errors also concern the activation structure
its latents omit. Definition 8.1 reports linear predictability of the error vector and a sepa-
rate, stronger prediction of its squared norm (Engels et al., 2025b). The error-vector result
uses mean coordinatewise R?; it does not establish that most of every residual is linearly pre-
dictable. Predictable error and repeated high-error contexts across dictionary scales show that
the residual contains systematic omissions. The relevant question for a circuit is how much
behavior depends on those omissions.

Accumulation Across Layers. Circuit methods retain reconstruction errors as explicit
nodes, allowing the effect of their removal to be tested (Section 7.3). Marks et al. (2025)
report that removing residual-stream error nodes severely disrupts their model and limits its
maximum performance. Removing attention and MLP error nodes is less disruptive. ~ The
recovered circuit consequently relies on an uninterpreted remainder whose behavioral role is
not summarized by reconstruction accuracy alone.

At frontier scale, the local replacement model uses error nodes to match the original
model on a fixed prompt by construction (Ameisen et al., 2025). This agreement retains the
transcoders’ unexplained computation in the surrogate, with attention patterns frozen as de-
scribed in Section 7.3. The corresponding attribution-path and prompt-level measurements are
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distinguished in Section 8.7 (Lindsey et al., 2025b). Successful replacement can thus support
L4 while leaving L6 unresolved, because exact prompt-level agreement includes computation
assigned to error nodes rather than recovered latents.

9.5 Ontology Mismatch

One-Dimensional Atoms and Curved Features. Some omitted structure reflects a
mismatch between the dictionary’s atoms and the representation being described. One-
dimensional atoms can cover a curved low-dimensional representation with local detectors
instead of recovering a compact spanning group. Engels et al. (2025a) recover circular day,
month, and year subspaces in GPT-2-small, and circular day and month subspaces in Mistral
7B. In Mistral 7B and Llama 3 8B, patching the circular subspace reproduces most of the
whole-layer patching effect. The authors interpret this result as sufficiency when the remaining
layer is ablated, rather than evidence that the model computes with the circle.

The interpretation depends on the model and test. GPT-2-small has clean circles but
answers 8 of 49 day prompts and 10 of 144 month prompts correctly, and its circles receive
no causal test. A competing explanation constructs a similar circle by compressing twelve
correlated one-dimensional features (Prieto et al., 2026), leaving the underlying feature dimen-
sionality open (Section 6.5).

Beyond identifying curved geometry, Gurnee et al. (2026a) study its computational role
in a counting task in which the model manipulates a low-dimensional curved manifold that
dictionary atoms discretize.

To assess recovery beyond individual atoms, Bhalla et al. (2026) distinguish subspace cap-
ture, where a compact group of atoms spans the manifold, from local coverage that is disjoint
(shattering) or redundant (dilution). Their Llama-3.1-8B experiments cover five architectures,
two expansion factors, and three sparsity levels. Explained variance continues to increase as
more atoms are allowed and plateaus far beyond the manifold’s ambient dimension, support-
ing dilution in these experiments. Individual atoms behave like tuning curves; on the years
manifold, most tested dictionaries learn both ones-digit and decade-selective atoms.

A description of an individual atom in this setting can identify a local region without
characterizing the full manifold. Recovering the relevant group therefore becomes a separate
problem. Engels et al. (2025a) cluster decoder columns by cosine similarity, while Bhalla
et al. (2026) compare decoder cosine similarity with statistics of which latents fire together,
including conditional co-activation probabilities and pairwise Ising couplings fitted to binary
firing indicators. The latter two statistics separate the colors, days, and temperature groups
where decoder cosine similarity fails in Llama-3.1-8B. A comparison on shared ground truth
would be needed to rank these grouping methods across those settings.

The Ising affinity has a specific theoretical limit. Its conditional-independence interpre-
tation assumes a pairwise Ising distribution with positive probability for every binary firing
pattern. A fixed-cardinality TopK activation pattern violates this support condition, so fitted
couplings do not certify conditional independence of the atoms. The paper’s recovery theorem
assumes a spanning set of atoms that its measurements do not find and uses a matching-pursuit
decoder instead of the trained encoder. The reported principal-component plots of template
sweeps at one layer consequently motivate the manifold interpretation without establishing the
theorem’s premises for those dictionaries.
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Dense Structure. Dense structure challenges the sparsity assumption rather than the di-
mensionality of an atom. A latent representing a frequently active feature incurs the sparsity
penalty on many inputs, which can make leaving that structure in the residual preferable under
the objective. Engels et al. (2025b) model the residual as unlearned features, a dense term, and
a term introduced by the autoencoder. Their separation assumes that the introduced term is
not linearly predictable from the input; violations can inflate the estimated dense component.

A related indication comes from the constant term fitted to the width scaling of reconstruc-
tion error by Gao et al. (2025), with its Gaussian control discussed in Section 8.7. The constant
is an extrapolated fit rather than a measured irreducible error. These findings motivate dis-
tinguishing sparse structure from other activation components. The uniform sparse-recovery
bounds in Section 4 assume sparse feature vectors and do not directly bound a representation
containing an additional dense component.

9.6 Scope of the Negative Results

Artifacts of the Objective. The preceding failures concern an estimator or an evaluation
procedure, whereas superposition is a property of the assignment of features to directions
(Definition 2.1). Definition 9.1 makes the distinction explicit by producing absorption with
two orthonormal feature directions, without superposition. Its hierarchy and sparsity penalty
suffice for the effect. The splitting and hedging analyses likewise use stipulated generating
features to expose behavior favored by the objective. Applying their conclusions to a trained
model requires establishing how those generating features relate to the model’s representation.

Different Randomization Controls. The controls in Section 8.4 expose failures of partic-
ular recovery scores (Karvonen et al., 2024, 2025; Makelov et al., 2025). A score insensitive to
learned dictionary directions leaves the trained model’s representation unresolved. The control
qualifies the score’s interpretation; it does not determine whether the model itself uses shared
feature directions.

Evidence About Superposition. Dense and curved structure restrict assumptions used
in the theory without contradicting conclusions proved under those assumptions. Incidental
polysemanticity (Section 4.2) and corpus-dependent descriptions (Bolukbasi et al., 2021) also
provide explanations for some observations that motivate the superposition hypothesis. Testing
that hypothesis requires the representation measurements described in Section 8 and the targets
developed in Section 11. The applications in Section 10 ask a related but distinct question about
whether recovered latents support reliable detection, intervention, or mechanistic prediction
despite these limitations.

Takeaway Message of Section 9. A sparsity penalty can make a concept latent fall
silent precisely where a more specific latent reconstructs it. Wider dictionaries can split a
fixed generating feature, and repeated training can recover stable subspaces with unstable
individual directions. These failures concern the recovered units. Residual error creates a
separate limitation: a circuit can preserve the model’s output while relying on computation
carried by uninterpreted error nodes.
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10 Interventions and Applications

The failures in Section 9 make a recovered latent’s usefulness an empirical question. A latent
may detect a concept despite an incomplete description, while an intervention on the same
latent may alter additional behaviors. Applications therefore require tests of the intended use,
alongside the recovery evaluations in Section 8.

Monitoring tests whether a variable can be read from activations; interventions test the
effects of changing them; circuit analysis seeks to predict those effects from a recovered compu-
tation. A successful intervention supports a causal claim at the level specified in Section 2.5,
but does not by itself establish that features outnumber dimensions. The discussion below
separates these application results from the representation evidence relevant to superposition.

Summary: Interventions and Applications

e Supervised directions provide strong baselines for detecting named concepts, while dic-
tionaries also propose concepts that were not specified in advance (Section 10.1).

e Steering comparisons depend on latent selection, intervention magnitude, capability
loss, and off-target effects (Section 10.2).

e Controlled editing can remove a spurious cue; circuit graphs seek to predict intervention
outcomes but retain unexplained computation (Sections 10.3 and 10.4).

¢ Robustness and fine-tuning studies connect feature overlap to behavioral changes, while
model diffing also exposes artifacts of the recovery objective (Sections 10.5 and 10.6).

e Studies beyond language compare recovered concepts with biological, physical, or task-
level references, with mixed evidence for useful interventions (Section 10.7).

10.1 Monitoring and Concept Detection

Named Concepts and Unsupervised Candidates. A monitor reports whether a concept
is present in the current activations. A concept specified in advance permits a supervised
direction fitted by the methods of Section 7.1. An unsupervised dictionary offers a different
benefit by proposing candidate concepts before a monitoring target is selected. Detection tests
establish L1 for the monitored variable, and support L2 when the decoder class and tolerance
€ are specified.

Frontier-Scale Demonstrations. Using this unsupervised approach, Templeton et al.
(2024) train dictionaries in the middle-layer residual stream of Claude 3 Sonnet at three
widths up to 33.5 million latents. The resulting dictionaries include latents described as re-
sponding to code vulnerabilities, bias, sycophancy, deception, power-seeking, and dangerous or
criminal content. Clamping selected latents changes outputs consistently with their proposed
interpretations, supporting L5 for the individual interventions tested.

These selected cases demonstrate candidate discovery rather than measured performance on
a safety-monitoring task. The steering factors are tuned by hand using qualitative indicators,
and the examples are selected successes. The authors expect their recovery to remain orders
of magnitude short of the model’s feature inventory. A monitoring comparison consequently
requires a separate evaluation of the candidates’ detection performance.
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Comparisons on Named Concepts. For concepts fixed before evaluation, Wu et al. (2025)
compare dictionary detectors with supervised alternatives across 500 concepts, evaluating two
residual sites each in Gemma-2-2B and Gemma-2-9B. Difference-in-means directions, linear
probes, and a rank-one representation-finetuning method give the strongest detection perfor-
mance, with no statistically significant difference among them. Five supervised methods fitted
on small synthetic datasets outperform autoencoder latents. The Gemma-2-2B comparison
uses a base-model dictionary on the instruction-tuned model because a matching dictionary
was unavailable, which qualifies the comparison at that model size.

A concept basis might be especially useful when supervision is limited or unreliable. Kan-
tamneni et al. (2025) test data scarcity, class imbalance, label noise, and covariate shift. Au-
toencoder probes win on some individual datasets but fall below logistic regression on average
in each setting. Ensembles combining autoencoder probes with baseline methods also fail to
consistently improve on ensembles of those baselines alone. These results favor supervised
alternatives for the named concepts tested, while leaving the benefit of discovering previously
unspecified concepts unmeasured.

Activation Versus Direction Agreement. A useful detector also needs the selected la-
tent to activate when its concept is present. Bal (2026) test this requirement by ablating and
steering latents matched to known feature directions in a synthetic setting (Section 8.6). Some
matched latents remain silent whenever the feature is present, both in a well-trained autoen-
coder and in a degraded autoencoder. Decoder-column agreement alone consequently does not
establish detection.

The same harness tests a published GPT-2-small dictionary against probe directions with
a lower cosine threshold of 0.5. It finds 7 of 83 concepts above the threshold, with 1 of those
7 causally inert. The author explicitly separates this rate from the synthetic measurements.
These comparisons distinguish geometric matching from the firing-pattern test needed for a
monitor.

10.2 Steering

Target Behavior and Preserved Behavior. Steering changes activations by adding a
multiple of a recovered direction or clamping a latent during the forward pass. Its intended
effect is a change in target behavior with acceptable changes elsewhere. Evaluating that goal
requires the target response over intervention magnitudes, effects on behaviors intended to
remain unchanged, and general capability loss. A target score at one magnitude leaves the
trade-offs among these quantities unresolved.

Magnitude and Capability Loss. Wu et al. (2025) compare steering methods by sweeping
intervention magnitude and scoring fluency, instruction following, and concept presence. The
benchmark combines the three judge scores as a harmonic mean on a 0 to 2 scale, selecting a
steering factor separately for each concept and method. This procedure measures a capability
trade-off but does not explicitly test off-target concepts.

Prompting obtains the highest mean score, 0.894, followed by finetuning methods. The
rank-one representation-finetuning method scores 0.543, difference-in-means scores 0.239, and
autoencoder latents score 0.165. Across the four sites, difference-in-means wins 58.7% of per-
concept comparisons with autoencoder latents, while the rank-one method wins 81.8%; ties
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count as half a win.

The magnitude sweeps explain why a single intervention score is incomplete. Increasing
the steering factor monotonically reduces instruction following for every tested method. Con-
cept presence rises with magnitude at later layers but rises and then falls at earlier layers.
The selected operating point thus depends on both the intervention site and the weighting of
capability against concept presence.

Latent selection also changes the comparison. Jorgensen and Hansen (2026) replace the
benchmark’s automated latent labels with supervised labeling and selection, after which autoen-
coder steering approaches the benchmark’s LoRA reference while remaining below prompting.
This counterexample limits a broad ranking of dictionaries against supervised methods: the
reported performance belongs to the dictionary together with its selection procedure. Evidence
that downstream circuit connections improve selection is discussed in Section 10.4.

Off-Target Effects. Explicit tests of preserved behavior are available outside language mod-
els. Lehn-Schigler et al. (2026) rank dictionary latents by alignment with a target clinical con-
cept direction. They clamp an increasing fraction of the dictionary to the corresponding mean
latent values in a target group, such as normal recordings when steering abnormal recordings
toward normal. The modified latents are decoded into embeddings and scored by target and
off-target probes fitted on clean decoded embeddings and held fixed during the sweep. At each
clamping fraction, the probes are evaluated by the area under the receiver operating character-
istic curve (AUROC). The statistic integrates the gap between their scores over that fraction,
then subtracts the expected gap under random clamping. This comparison separates selec-
tively steerable concepts from encoded but entangled concepts and from concepts not encoded
under the test. The entangled cases include collapsed global performance and age-pathology
coupling that prevents either variable from being suppressed independently.

Diffusion-model erasure illustrates a failure after successful localization. Cassano et al.
(2026) apply published autoencoder-based erasure pipelines and examine the modified activa-
tions. At the median negative multiplier, 44.7% to 100% of activations lie outside the unmodi-
fied norm distribution, depending on the autoencoder. A vision-language judge finds artifacts
in 43.1% to 61% of generated images, against 2% and 1% for the two unmodified generators.
Weaker multipliers leave some target concept unerased.

The authors interpret this damage as movement outside the activation distribution on
which the model was trained. Using the latents as detectors instead, then replacing flagged
patch embeddings, reduces SAeUron’s artifact rate from 57% to 16.3%. The comparison locates
the failure in multiplier-based control rather than concept localization. The repair uses the
dictionary to identify patches; it does not establish selective generation control through the
latent itself.

A Large Effect From a Single Latent. A substantial target effect is also possible with-
out an accompanying selectivity measurement. The November 2025 circuits update (Circuits
Updates, 2025) reports that Claude 3.5 Haiku answers 129 two-choice questions with 100% ac-
curacy. Adding harmful intent reduces accuracy to 48.1%, and negative steering of one refusal
latent restores it to 93%.  This result supports an L5 claim for the latent on the selected
prompt set.

The restored quantity is accuracy on those questions, rather than a direct measure of refusal
removal. The preliminary update reports no broad off-target evaluation or systematic capabil-
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ity comparison, leaving selectivity beyond the chosen questions unmeasured in the report. A
large selected-case effect remains compatible with lower average performance in a benchmark
that fixes its concept list and sweeps intervention magnitude.

10.3 Unlearning and Targeted Editing

Removing a Cue While Preserving a Task. Targeted editing aims to remove a capa-
bility or spurious cue while preserving other behavior. Overlapping feature directions can
make this difficult because changing the component along one direction also changes projec-
tions onto overlapping directions. A recovered dictionary offers candidate units for separating
the unwanted cue from the task-relevant information. The application needs a control for
indiscriminate ablation and a comparison with alternative representations or editing units.

Result 10.1 (SHIFT: editing a classifier through recovered latents (Marks et al., 2025)).
A linear head is trained on mean-pooled residual activations for a profession-classification
task, on a split in which gender predicts the label perfectly. A causal graph over autoencoder
latents is computed for the head’s output (67 latents in Pythia-70M, 46 in Gemma-2-2B).
A human annotator reads each latent and zero-ablates those judged irrelevant to profession
(55 and 43 respectively). On a balanced test set, worst-group accuracy rises from 24.4 to
76.0 in Pythia-70M and from 18.2 to 50.0 in Gemma-2-2B. Ablating the same number of
randomly chosen latents gives 24.4 and 18.0, against the unedited baselines of 24.4 and
18.2. Retraining the head on the edited representation gives 89.0 and 92.9, against an
oracle trained on balanced data at 91.9 and 93.1. A skyline, their term for a baseline that
s allowed to use the balanced set, reaches 62.9 and 56.7 when it zero-ablates latents and
41.5 and 5.6 when it mean-ablates neurons. Concept bottleneck probing, a baseline that
classifies from the affinities between the activation and 20 hand-chosen keyword directions,
reaches 67.7 and 86.7.

Does not establish. The demonstration covers one dataset, one binary task, and one spurious
attribute that is perfectly predictive by construction, in Pythia-70M and Gemma-2-2B. The
annotator knows the task and supplies the concept of the spurious signal, so the demonstration
removes the need for disambiguating labels and not the need for supervision. The Gemma head
is trained at the layer that generalizes worst, which maximizes the available headroom, and
the Gemma result without retraining is much weaker than the Pythia result. Latents firing
mainly on the beginning-of-sequence token were excluded by hand from the annotation and
the ablation. The neuron comparison uses a thresholded-attribution neuron circuit rather than
the best available neuron-based explanation, and no supervised direction fitted for gender is
compared against.

The controls in Definition 10.1 distinguish targeted editing from a generic effect of removing
latents. Random ablation preserves the poor baseline performance, while selected ablation
improves worst-group accuracy. The skyline comparison holds access to balanced data fixed and
finds higher scores for zero-ablation of latents than mean-ablation of neurons. This comparison
changes both the unit and the ablation convention, as qualified above.

The alternative classifier also prevents a uniform method ranking. Concept bottleneck prob-
ing performs better than the edited representation on Gemma-2-2B but worse on Pythia-70M.
It uses hand-chosen keyword directions to build a new classifier without editing the represen-
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tation. Together, these controls support the particular SHIFT intervention while keeping the
comparison with other ways of using task supervision model-dependent.

Target removal additionally requires measuring damage to preserved behavior. The diffu-
sion erasure results in Section 10.2 show that successful localization can accompany substantial
image artifacts (Cassano et al., 2026). Forward-pass interventions also leave trained weights
intact, limiting any unlearning claim against access to those weights. At the benchmark level,
SAEBench’s unlearning score remains outside the reliability audit because it requires chat
models (Chanin, 2026).

10.4 Circuit Discovery and Mechanistic Prediction

Predicting Interventions. Circuit discovery aims to predict how an intervention changes
the model’s behavior from the interactions among recovered features. SHIFT already uses a
causal graph to select edits (Definition 10.1); a further test asks whether a graph improves
predictions beyond the activation-level descriptions of its latents. This application uses the
functional replacements of Section 7.3, while their construction and recovery limitations remain
those examined in Sections 7 to 9.

The May 2026 circuits update reports one such prediction comparison (Circuits Updates,
2026). Cross-layer transcoder latents with similar top-activating examples and top unembed-
dings can have different causal effects. A language model selects the latent that steers a prompt
from groups of similar candidates, using either activation descriptions or additional downstream
connections. This comparison tests whether the connections help distinguish interventions that
their activation descriptions leave ambiguous.

Across ten groups containing three to five candidates, the correct latent’s normalized rank
is 0.457 from top-activating examples, 0.446 with top unembeddings added, and 0.381 with
downstream latents added instead. Providing all three kinds of information gives 0.355. A
perfect ranking scores 0; the normalization implies an expected score of 0.5 for uniform random
ranking. Downstream connections improve prediction in this preliminary comparison, but
substantial ranking error remains; the authors describe latent selection as far from solved.

Discovery Across Behaviors. Scaling circuit discovery introduces a separate evaluation
problem concerning the fraction of behaviors successfully explained. Marks et al. (2025) au-
tomatically construct graphs for thousands of unsupervised clusters of Pythia-70M behavior.
Two reported clusters that initially appear to share one mechanism separate into distinct mech-
anisms under circuit analysis. The authors leave evaluation of the full set of clusters and
circuits open, so these cases do not quantify the pipeline’s yield.

The attribution-graph case studies provide a subjective estimate of yield. The authors
report satisfying insight on about a quarter of the prompts they tried, and state that even
successful cases capture a small fraction of the model’s mechanisms (Lindsey et al., 2025b).
Their definition of a feature also remains under revision as the tools develop. This selected-
prompt judgment is distinct from a benchmark measurement of intervention prediction.

Limits of the Recovered Computation. The prediction target is restricted by the re-
placement model. Frozen attention patterns leave attention selection outside the explanation
(Ameisen et al., 2025), and error nodes retain unexplained computation (Section 9.4). At-
tribution graphs are also computed for individual prompts. The preliminary, low-confidence
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interference-weights note argues in toy models that weights between superposed features com-
bine circuit logic with overlaps between feature directions (Olah et al., 2025). The note conjec-
tures that this mixing obstructs recovery of global weight-level circuits from prompt-specific
graphs. A standalone faithfulness audit of cross-layer transcoders or attribution graphs com-
parable to the autoencoder audits was absent from the literature we identified (Sections 8
and 11).

10.5 Robustness

Beyond its role in interpreting circuit weights, feature overlap is also a proposed target for
improving robustness in the interference studies of Section 6.2. Their strongest control increases
width to a known class count, permitting orthogonal directions in a synthetic task (Stevinson
et al., 2026). This changes the available capacity rather than removing overlap from a fixed-
width trained model. Adversarial-training studies instead measure changes in different feature-
count proxies, with different observed trends (Bereska et al., 2025; Gorton and Lewis, 2025).

These interventions leave the practical question unresolved: whether overlap can be reduced
at fixed capacity while improving robustness and preserving task performance. Establishing
that connection requires a representation measurement alongside the attack outcome. In real
tasks, the additional requirement that a perturbation preserve the ground-truth label is also
harder to verify than in the synthetic control.

10.6 Model Diffing and Fine-Tuning Analysis

Comparing Checkpoints. To characterize changes in a representation after training, model
diffing compares recovered features across checkpoints, often a base model and a finetuned
descendant. The report by Lindsey et al. (2024) jointly trains a crosscoder on activations from
the compared checkpoints and identifies model-exclusive latents by a large decoder norm in one
model and a small norm in the other. This comparison depends on the crosscoder’s objective as
well as the models. A follow-up report shows that summing the two decoder norms separately
encourages exclusivity, whereas computing their norm jointly produces no exclusive latents in
its experiment (Mishra-Sharma et al., 2025).

The exclusive latents also activate about an order of magnitude more often than shared
latents, and many are polysemantic. A toy model with known shared and exclusive factors
reproduces this density gap at 1024 latents for 700 factors, while the gap disappears at 4096
latents for 450 factors. In a small dictionary, a shared latent incurs the sparsity penalty
twice and reduces reconstruction error for both models. Its contribution to the objective is
consequently twice that of a comparable exclusive latent, favoring shared latents unless an
exclusive latent activates more frequently.

The report reduces this density difference by designating a small set of shared latents
with a lower sparsity penalty. It leaves the near-identical numbers of exclusive latents in the
two models unexplained. The objective changes and synthetic control show how a property
attributed to model differences can arise partly from dictionary training, linking diffing to the
recovery failures in Section 9.1.

Fine-Tuning and Unintended Behavior. Fine-tuning analysis also asks why a narrow

training task can change behavior outside that task. Minegishi et al. (2026) derive a gradient-
based explanation in which amplification of a target feature also amplifies overlapping feature

77



directions. Their prediction associates misalignment-inducing data with features geometrically
closer to harmful features than those in data that does not induce misalignment.

The reported measurements follow this pattern across three Gemma-2 sizes, Llama-3.1
8B, and gpt-oss 20B. In Gemma-2 2B, removing the half of a mixed secure/insecure training
set closest to toxic features reduces the reported count of misaligned outputs from 87 to
57. Evaluation uses eight diagnostic prompts and a language-model judge, counting outputs
with alignment below 30 after excluding those with coherence below 50, but the evaluation
description does not specify the total number of sampled completions. This improvement
exceeds removal of the same number of samples at random and is comparable to filtering
with a language-model judge. The geometric filter provides a tested use of feature overlap,
although the remaining responses and comparable judge-based control limit claims about its
effectiveness as a remedy. Its explanation depends on relations between directions (Section 3.1),
adding a use of geometry alongside applications that depend on individual latent identities.

10.7 Architectures and Domains Beyond Language

Feature recovery has also been applied to vision, biology, clinical prediction, and physical
modeling. These domains provide external concepts or measurements against which recovered
latents can be tested. Table 11 lists the architectures, decomposition targets, and reported
findings. The studies support transferring recovery procedures across domains, but use different
controls and do not establish a common application ranking.

External Concept and Causal References. Single-cell foundation models illustrate the
difference between concept annotation and external causal validation. Many recovered latents
match biological database entries, and almost all are absent from the leading singular vectors,
which the author interprets as evidence of superposition. Under genome-scale perturbation,
however, 3 of 48 transcription factors show target-specific latent responses (Kendiukhov, 2026).
Database agreement therefore exceeds the demonstrated correspondence to regulatory effects
in this study.

A physical model offers a different external reference. In a continuum-dynamics emulator,
recovered feature recruitment recurs intermittently and piecewise across shear-flow setups but
does not align with standard physical decompositions (Rosenfeld and Sonnewald, 2026). This
comparison tests whether the recovered descriptions transfer across simulations and correspond
to established physical variables. The clinical and diffusion interventions in Section 10.2 add
tests of preserved behavior to these external comparisons.

Architecture-Specific Evidence. A time-series study reports little benefit from an ex-
panded dictionary in the post-GELU feed-forward activations of a forecasting transformer.
Large parts of the dictionary remain inactive, widening changes downstream performance by
0.214% on average, and interventions on dominant latents barely change the forecast. The
author concludes that superposition is unnecessary for competitive forecasting in this setting
(Yildirim, 2026). The single-author preprint concerns one model and one site; its result moti-
vates testing the representation in each architecture rather than assuming that language-model
observations transfer.

The available evidence is narrower for graph and recurrent architectures. The workshop
study by Pertl et al. (2025) uses class-conditional centroids and probe directions on synthetic
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graph tasks with unambiguous concepts. Across three message-passing architectures, direction
overlap varies with width in a phase pattern and decreases with sharper pooling. These mea-
surements concern prescribed concepts, without dictionary recovery or intervention evidence
for L3 or L5. The recurrent-model study in Section 5.6 sweeps width on a delay task (Sharma
et al., 2026); our search identified no study at scale in a selective state-space language model.

The application evidence thus leaves both unmeasured properties of existing interventions
and architectures with little direct evaluation. Section 11 develops tests for the missing com-
parisons, including matched alternatives, magnitude sweeps, preserved behavior, and external
references for the representation itself.

Takeaway Message of Section 10. Supervised directions outperform dictionary latents
on the named-concept benchmarks reviewed here, while improved latent selection changes
steering performance. SHIFT shows that selected latent ablations can remove a spurious
cue in a controlled classifier. Steering can also damage preserved behavior after success-
ful concept localization. Biological and physical references expose further gaps between
interpretable descriptions and the effects attributed to them.
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Table 11: Work on superposition and feature recovery outside language models that we identi-
fied. The studies use different dictionaries, evaluation targets, and ground truth, so the rows
are not comparable with one another.

Domain and Object decomposed Reported finding Status
architecture
Vision and image activations, concepts recovered as low-dimensional preprint
generation block-sparse blocks rather than single directions, se-
(InceptionV1, featurizers lected by a description-length comparison
DINOv3, SDXL) against dictionaries of directions; gener-

ation steered within a block (Fel et al.,

2026)
Diffusion image activations, latents detect and localize the target con- preprint
models (SD 1.5, autoencoder cept; multiplier interventions push acti-
SDXL Turbo) latents vations off distribution and produce arti-

facts in 43.1% to 61% of images (Cassano

et al., 2026)
EEG transformers embeddings, TopK  three steering regimes separated by a preprint
(SleepFM, REVE, autoencoder target-versus-off-target probe statistic; in-
LaBraM) terventions that collapse global perfor-

mance; age and pathology inseparable

(Lehn-Schigler et al., 2026)
Single-cell residual stream, all 82,525 and 24,527 latents, 99.8% in- preprint
foundation models layers visible to a singular-value decomposi-
(Geneformer tion; 29% to 59% annotate to biologi-
V2-316M, scGPT) cal databases; 3 of 48 transcription fac-

tors show target-specific responses under

CRISPRI (Kendiukhov, 2026)
Continuum- one layer, over feature recruitment recurs across shear- workshop
dynamics emulator 20,000 latents flow setups only piecewise, is intermittent,
(Walrus) and does not map onto standard phys-

ical decompositions (Rosenfeld and Son-

newald, 2026)
Time-series post-GELU widening the dictionary changes perfor- preprint
forecasting feed-forward mance by 0.214% on average; interven-
transformer activations tions on dominant latents barely move the
(PatchTST) forecast; the author concludes superposi-

tion is not necessary here (Yildirim, 2026)
Message-passing class-conditional overlap between feature directions varies workshop
networks (GCN, centroids and with width in a phase pattern; sharper
GIN, GAT) probe directions, pooling reduces sharing; no dictionary

synthetic graph and no intervention (Pertl et al., 2025)
tasks

Recurrent and hidden state at temporal superposition, with the loss de- refereed

linear-recurrence width m = 2, composition and geometry of Section 5.6
state-space models sweep to m = 100,  (Sharma et al., 2026)
delay task
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11 Open Questions

The applications in Section 10 identify useful recovered features, but also expose gaps in inter-
vention controls, mechanistic prediction, and coverage across architectures. The connection to
theory depends on which features are claimed to be represented, where in the network they
are encoded, and which recovery or intervention test supports the claim. The theoretical re-
sults leave related questions about representations across layers, nonlinear readouts, and the
computations reached by training.

We assess the questions already posed by the field against subsequent work to distinguish
resolved problems from those that remain open (Section 11.1). Some remaining questions
call for additional assumptions or bounds (Section 11.2), while others require measurements
of representations and behavior in trained networks (Section 11.3). For each question, the
discussion identifies the result that would support the proposed explanation and an outcome
that would limit or redirect it.

Summary: Open Questions

e Large dictionaries are now feasible, but their width, objective, and latent labels do not
yet provide a reliable inventory of a trained model’s features (Section 11.1).

o Capacity across layers needs an explicit model of the available state, while nonlinear
readout bounds need matched input and error criteria (Section 11.2).

o Training guarantees remain separate from hand-built computation, and recovery beyond
individual directions requires an identifiable target (Section 11.2).

¢ A trained-network feature inventory would support direct recovery tests and a measure-
ment of packing degree for the declared features (Section 11.3).

¢ Replacement-model audits and measurements of causally relevant reconstruction would
test the connection between recovery scores and mechanistic explanation (Section 11.3).

11.1 Status of the Field’s Stated Open Problems

The questions posed in the toy-model report by Elhage et al. (2022) and the broader inter-
pretability agenda of Sharkey et al. (2025) now divide between demonstrated computational
feasibility and unresolved feature recovery. Table 12 records the subsequent results and the
scope of its selected questions.

The six negative findings concern how many dictionary latents are justified, whether the
fitted directions recover model features or mixtures, whether sparsity penalties and latent labels
support that interpretation, and whether optimizing the dictionary objective favors the model’s
own directions. The evidence limits the intended interpretations in the analyzed settings; a
negative finding here does not assert that every future recovery method fails. In particular,
the results on objective optima (Cui et al., 2025; Tang et al., 2026) and width-dependent units
(Leask et al., 2025) explain failures that the recovery and interpretation tests in Section 9
expose.

The three reformulated questions need a more explicit target before an answer can be
evaluated. A recovery-qualified test of superposition requires a feature list, tolerance, and
decoder class, as the different readouts in Definition 2.4 illustrate. Counting features further
requires distinguishing representation, joint access, computation, and chosen dictionary width
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(Section 2.6). Asking for a faithful decomposition likewise requires specifying its task and
evidence, rather than assigning every method the same target (Table 6 and Section 2.5).

The two positive answers are existence results. A toy model admits a closed-form optimum
(Scherlis et al., 2022), and dictionary learning has been run at large scale on language models
(Gao et al., 2025; Lieberum et al., 2024). These achievements establish feasibility without
settling recovery quality. The partly answered and open questions concern how capacity, train-
ing, and scaling determine the representation, and whether measurements in trained networks
support the proposed explanations. We develop these questions after the ledger.

Table 12: What became of the open questions stated by Elhage et al. (2022) and, for the
superposition-relevant part of a much longer list, by Sharkey et al. (2025). Of fifty questions
assessed, seventeen are displayed: all six with negative findings, all three reformulated ques-
tions, both answered questions, three partly answered questions, and three open questions. The
thirty-three omitted questions comprise twenty-eight partly answered and five open questions.
Verdicts summarize the evidence in the analyzed settings.

Question Posed Verdict Evidence and Remaining Scope

in
How many latents 2022 unique The studies leave dictionary width without a
should a dictionary report  width un- uniquely supported choice. Latents fitted at one
have? established  width decompose into latents fitted at another

(Leask et al., 2025) (Section 9.2).

Does dictionary 2022 answered Recovery varies with the generator, matching rule,
learning on real report negatively and threshold rather than consistently returning the
activations return the stipulated directions: 3 of 3,200 directions at
model’s own explained variance 0.67 under one generator and
directions? matching rule, against almost complete recovery

under another (Korznikov et al., 2026) (Section 8.1);
chess coverage 0.48 against 0.98 for probes on the
same activations (Karvonen et al., 2024)

(Section 8.2).

Are the recovered 2025 mixtures The analyzed optima can favor mixtures, with

atoms the model’s agenda  can occur reconstruction succeeding while recovery fails outside
features or mixtures the stated extreme-sparsity conditions (Cui et al.,

of them? 2025; Tang et al., 2026) (Section 4.5).

Is the sparsity 2025 answered The objective also favors artifacts. Absorption
objective the right agenda  negatively follows from the penalty (Definition 9.1), and
training signal for splitting appears with no multi-scale structure
recovery? present (Makelov et al., 2025) (Section 9.1).

Has a latent’s label 2025 answered Confident descriptions attach to 82% of random
been shown to be a agenda  negatively directions against 80% of real coordinates (Bolukbasi
property of the et al., 2021), and a frozen random decoder matches
model? trained dictionaries on automated interpretability

(Korznikov et al., 2026) (Section 9.3).

Continued on next page
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Table 12 (continued)

Question Posed Verdict Evidence and Remaining Scope
in

Is there a test 2022 refor- A recovery-qualified verdict depends on the feature

certifying from report mulated list, tolerance, and decoder class (Definition 2.1,

activations alone that Definition 2.4); the packing degree at a specified

a layer holds more layer tests whether the stated feature list contains

features than more recoverable features than that layer has

dimensions? dimensions (Definition 2.5).

What is the right 2025 refor- The reported dictionaries lack demonstrated

decomposition of a agenda  mulated completeness or atomicity (Leask et al., 2025). A

network, and what dictionary reconstructs activations, whereas a

makes it faithful? replacement model approximates computation
(Table 6); the six evidential commitments distinguish
what each type of test can establish (Section 2.5).

How many features 2025 refor- The relevant counts distinguish representable

does a model have? agenda  mulated features, jointly readable features (Garg et al., 2026),
computable features (Adler and Shavit, 2024), and
the dictionary width cz, which is a training choice
(Section 2.6, Table 2).

Is there a toy model 2022 answered The quadratic toy model has a closed-form optimum,

whose optimum and report with a fourth-moment threshold for the fractional

phase boundaries can regime (Scherlis et al., 2022) (Definition 3.4); the

be written down? boundaries of the original ReL.LU model are still
measured (Section 4.1).

Can dictionary 2022 answered 16 million latents on GPT-4 (Gao et al., 2025), 34

learning run on a report million on Claude 3 Sonnet (Templeton et al., 2024),

frontier model’s and every layer of Gemma 2 2B and 9B at over 20%

activations? of GPT-3’s training compute (Lieberum et al., 2024)
(Section 7.2, Table 9).

What pressure drives 2022 objective The analyzed standard objectives can reach their

a post-hoc dictionary  report insufficient  optima without recovering the directions (Cui et al.,

toward the model’s in analyzed 2025; Tang et al., 2026), and a decoder frozen at

own features? settings random initialization matches trained dictionaries on
three standard scores (Korznikov et al., 2026)
(Section 4.5).

How many features 2022 partly m = ©.(k?) for one linear map against O(klog(d/k))

can a width-m layer report  answered under suitable restricted-isometry conditions for

carry?

sparse optimization, so the count is indexed by
decoder class (Garg et al., 2026) (Definition 4.1,
Table 3). These rates concern a specified activation
site and recovery criterion.

Continued on next page
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Table 12 (continued)

Question Posed Verdict Evidence and Remaining Scope
in
Which functions can 2022 partly A universal architecture realizing the specified
a network compute report  answered Boolean families needs Q(d’ logd') parameter bits;
on superposed constant depth and bounded precision give the
features, and at what O(m?/logm) output-count limit on family
width? expressivity (Adler and Shavit, 2024) (Definition 5.1).

The error-tolerant result retains its selected input set
and robust function subset; the upper constructions
are assembled by hand (Section 5.5).

Is superposition 2025 partly Both, in their own settings: sharing is optimal above
caused by capacity agenda  answered a fourth-moment threshold (Scherlis et al., 2022),
pressure or by and polysemantic units also form at m > d (Lecomte
incidental effects? et al., 2024). Their proportions in a trained model

remain unmeasured (Section 4.1, Section 4.2).

Does the superposed 2022 open A general condition on the importance and sparsity
fraction of features report curves remains to be derived. Open-weight models fit
vanish as width the 1/m law of the strong-superposition regime (Liu
grows? et al., 2025), while the loss increase from ablating

one context neuron falls from 8% at 70M parameters
to 0.2% at 6.9B (Gurnee et al., 2023) (Section 4.6).

Can superposition be 2022 open In the reported synthetic control at m = d, attacks
eliminated rather report fail in all 1000 attempts (Stevinson et al., 2026), but
than reduced? m = d requires knowing how many features the

model represents, and no method surveyed here
reduces superposition at fixed capability
(Section 10.5).

Is superposition a 2025 open A packing degree against a stated feature list,
true description of agenda tolerance, and decoder class is unreported for the
trained models, or a trained networks surveyed here (Section 11.3).
pragmatically useful

one?

11.2 Theoretical Questions

Which State Determines Capacity Across Layers? Single-site bounds concern recovery
from the activation vector at one location in the network. For a multi-layer analysis, the
observation model must distinguish joint access to activations from several layers from access
only to the state passed through successive transformations. This distinction also matters for
the crosscoder report, which finds latents with substantial decoder norm across many layers
but also considers sequential production and amplification as an explanation (Lindsey et al.,
2024). These observations leave shared representation and repeated manifestations of a feature
unresolved (Section 7.5).

The missing capacity bound concerns this available state and its transformations, rather
than the sum of layer widths. The construction would need to account for dependencies between
layers before applying a bound such as Equation (7) and Definitions 3.4 and 4.1. If the observed
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cross-layer latents instead track production followed by amplification, single-site analyses may
describe the relevant bottlenecks. Simply summing layer widths would not distinguish these
alternatives.

What Width Suffices for a Linear Map Followed by a Pointwise Nonlinearity?
The access results in Table 3 leave sharp rates for Wy, 4, unresolved. Uniform linear recovery
has width m = ©.(k?) in the setting of Definition 4.1, whereas sparse optimization admits
m = O(klog(d/k)) under appropriate dictionary assumptions. These results use specified
recovery criteria and do not order all decoder families into nested sets. A linear map followed
by a pointwise nonlinearity is relevant to individual network operations, but a multi-layer
downstream computation need not belong to that class (Rajamanoharan et al., 2024a).

To determine the width required by this decoder class, upper and lower bounds must use
the same admissible inputs, nonlinearity, error criterion, and encoder constraints. A quadratic
dependence on k would retain the linear rate in that setting; a compressed-sensing-type rate
would show a larger improvement under matched assumptions. Either outcome would concern
that recovery problem rather than every distinction between linear and nonlinear superposition.
A second comparison would replace uniform sparse inputs with a stated correlated feature law,
since correlations already change optimal geometry (Prieto et al., 2026).

Does Training Produce Computation in Superposition? The hand-built networks of
Section 5 establish computational possibilities, while a guarantee that gradient training reaches
those constructions remains absent from the surveyed results. The trained examples address
narrower settings. One reverse-engineered representation appears under a fourth-power loss
(Ferreira da Silva and Heimersheim, 2026); another study finds a routing motif in two-layer
MLPs trained on sparse Boolean formulas (Adler et al., 2025).

A convergence guarantee for d’ computed features in m < d’ neurons must connect the
architecture and objective to the solution reached from a specified initialization. The guarantee
would need to establish that the trained network computes the target features, rather than
merely allowing an externally chosen decoder to read them out, since a random MLP already
permits readout of pairwise ANDs in the setting of Section 5.5. Empirically, a loss-exponent-
by-task sweep with per-feature error measurements could separate loss-dependent behavior
from task-dependent behavior (Section 5.4). Computation under squared error in some tasks
would limit an explanation based on the loss exponent alone.

Which Objects Are Identifiable Beyond Individual Directions? Recovery guaran-
tees in Section 4.5 require explicit generative assumptions, while trained-model studies also
describe circular subspaces (Engels et al., 2025a), curved manifolds (Gurnee et al., 2026a), and
hierarchies affected by absorption (Section 9.1). These observations motivate identifying the
appropriate recovery target before asking whether repeated dictionary fits recover the same
individual directions.

A result for a specified class of subspaces, manifolds, or hierarchical features would state
the symmetries under which recovery is equivalent and the distributional assumptions that
permit identification. Subspace stability in some experiments motivates this target without
making subspaces preferable in every setting (Section 9.2). A non-identifiability construction
with the same observed distribution and distinct candidate objects would instead show that
additional assumptions are needed.
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The observation model is another part of this question. Liu (2026) recover nondegener-
ate nonlinear ridge directions through chosen queries, while a dictionary fitted to activations
usually receives passive samples. The source also discusses computational hardness in passive
settings. A useful extension would identify restricted response functions and sampling distri-
butions that admit recovery with a stated sample size, or derive a lower bound showing why
query access remains necessary under the proposed assumptions.

What Capacity Can Be Defined for Causally Relevant Features? The representation
and computation results in Definitions 3.2 and 5.1 do not supply a count defined by a causal
intervention test. The global-workspace report motivates such a distinction by finding that
a small median share of a concept vector’s variance carries much of the measured output
effect (Gurnee et al., 2026b). The measurement concerns a particular intervention and output
criterion; it does not directly turn a causal effect into a bound on dimension.

A capacity question would first define distinct candidate features, allowed interventions,
effect tolerance, and behaviors intended to remain unchanged. A subsequent bound could ask
how many features satisfy that criterion at width m, just as R? > 1—e¢ fixes a recovery criterion
in Definition 2.1. If arbitrary rescalings or repeated directions satisfy the causal criterion, a
count requires further normalization or equivalence conditions. This alternative would expose
a deficient counting criterion rather than a failure of the existing representation bounds.

11.3 Empirical Questions

Can a Trained Network Have a Known Feature Inventory? Synthetic generators sup-
ply known features under a stipulated encoder and distribution (Chanin and Garriga-Alonso,
2026b; Korznikov et al., 2026), whereas board-game models supply a trained network with
a partial list of relevant properties (Karvonen et al., 2024). The remaining gap is a trained
network with a nontrivial, independently justified feature inventory and tests that distinguish
those features from surface-form cues.

A benchmark approaching this goal would establish which listed variables the model rep-
resents, then score dictionary recovery against both their directions and activation patterns.
Surface-form masking, as in Section 8.2, would test leakage; model randomization would test
dependence on learned structure. A frozen-random dictionary would separately test whether
a recovery score depends on learned decoder directions. If random controls scored as well as
the trained methods, that result would call the recovery procedure or its measurement into
question without by itself disproving the proposed feature inventory.

Can Packing Degree Be Measured in a Trained Layer? A feature inventory would
permit the recovery-qualified counting test that existing intermediate-layer studies leave open.
Gurnee et al. (2023) explicitly note that establishing superposition by counting requires ex-
hibiting more features than neurons. The language-model-head measurements of Liu et al.
(2025) concern row norms and interference distributions, rather than that direct count at an
intermediate layer.

A measurement would fix the feature list, site, tolerance, decoder class, and evaluation
distribution, then estimate or bound k. (Definition 2.5). Exhibiting x. > 1 would support
superposition for those features under that criterion. Establishing k. < 1 would require an
upper bound over the permitted decoders, rather than a failed recovery run, and would leave
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omitted features outside the conclusion. The count also separates overcomplete recovery from
polysemanticity alone (Section 4.2), but does not establish which training pressure caused the
representation.

How Faithful Are Replacement Models? The sparse-autoencoder audits test dependen-
cies on random directions, evaluation seeds, and latent activation or intervention behavior
(Bal, 2026; Chanin, 2026; Korznikov et al., 2026). Comparable independent tests of cross-layer
transcoders and attribution graphs remain missing from the literature we identified. Their re-
placement and prompt-insight measurements come from institutional reports (Ameisen et al.,
2025; Lindsey et al., 2025b), whose distinct evaluation targets are described in Sections 8.7
and 10.4.

The unresolved issue is whether learned transcoder directions improve intervention pre-
dictions beyond a random replacement with the same reconstruction and evaluation conven-
tions. The comparison would keep the attention and error-node conventions fixed (Sections 7.3
and 9.4). Better held-out intervention predictions would support the graph’s tested explana-
tory use. Parity with random replacements, or predictions that depend chiefly on error nodes,
would limit what the replacement score establishes about the recovered computation.

Does Reconstruction Preserve Causally Relevant Components? A reconstruction
objective weights activation differences without directly scoring their behavioral effects. The
evidence in Section 8.6 motivates a direct comparison, including replication of the global-
workspace analysis on open models (Gurnee et al., 2026b). The missing measurement is how
much of the causally effective component a dictionary preserves when its reconstruction replaces
the activation.

The unresolved relation is whether dictionaries that recover more activation variance also
preserve more of the component responsible for the tested behavior. Existing intervention
results compare components of concept vectors, whereas this question concerns replacing an
activation with its dictionary reconstruction. Measurements across dictionaries and sites would
establish where reconstruction accuracy tracks that behavioral criterion.

How Do Recovery and Intervention Transfer Across Architectures? The architec-
ture coverage in Table 11 remains uneven. A message-passing-network workshop study mea-
sures overlap without training a dictionary or intervening (Pertl et al., 2025), while the recur-
rent study develops its geometric example at m = 2 and sweeps width to m = 100 on a delay
task (Sharma et al., 2026). Our search identified no corresponding study at scale in a selective
state-space language model.

A new study would specify a task-relevant feature list and test recovery, interventions,
and preserved behavior before interpreting dictionary width as evidence for superposition. A
packing-degree measurement would add a direct recovery-qualified count. The time-series
preprint in Section 10.7 motivates allowing a different outcome: wider dictionaries and
dominant-latent interventions may yield little task benefit (Yildirim, 2026). Such a finding
would restrict the usefulness of the tested recovery and intervention procedure in that model,
while a conclusion about absent superposition would require the corresponding counting
evidence.
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Takeaway Message of Section 11. The remaining gaps concern feature recovery across
layers, the training processes that produce useful computation, and the conditions under
which activation reconstruction preserves causal effects. A known feature inventory in a
trained model would connect several of these questions by supporting recovery tests and
a direct count of readable features. Replacement-model interventions would further test
whether recovered computations predict behavior.

12 Concluding Remarks

In this survey, we connected the theoretical conditions for representing and recovering su-
perposed features with the methods and evidence used to study trained networks. Feature
geometry constrains interference, while feature statistics, error tolerance, and decoder choice
determine what can be recovered. The toy-model results show how training objectives favor
different representations, and the computational results distinguish storing features from com-
puting specified functions of them. These conclusions depend on their stated input laws and
recovery criteria; the number of represented features alone does not determine which values a
linear decoder can recover or which functions the network computes.

In trained networks, however, the feature values and directions must also be estimated
from activations or weights. Our comparison of recovery methods therefore distinguishes the
evidence supplied by reconstruction, feature matching, descriptions, and interventions. The
documented failures explain why these tests answer different questions: sparse objectives can
alter the recovered units, random directions can receive convincing descriptions, and activa-
tion components left out of a reconstruction can affect the model’s behavior. Applications
nevertheless demonstrate useful detection and intervention in particular settings, with their
conclusions determined by the task, alternatives, and measured effects on behavior intended
to remain unchanged.

To turn these tested uses into an explanation of the model’s learned representation and
computation, recovery methods need explicit feature targets, recovery criteria, and evidence
that the recovered computation predicts the effects of interventions. On the theoretical side,
bounds must state which layer activations a decoder can observe, while training guarantees
must connect the optimization procedure to computation in superposition. Progress on these
theoretical and empirical questions would clarify when superposition explains a trained net-
work and when a feature recovery method provides a useful but incomplete description of its
behavior.
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